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Abstract

Sensor-based robot tasks such as visual reaching are traditionally implemented by hand-crafted
controllers. Typically a perception system will identify the target in some local or global
coordinate system and the robot motion planner and joint control system will ensure that the
required collision-free motion is executed.
Understanding complex visual scenes has traditionally been a hard problem but in recent
years deep learning techniques have led to significant improvements in robustness and performance. Recently deep learning approaches have also been used in robotic applications to
learn visuo-motor policies where motors are directly controlled by observations from rawpixel images. However, a consistent issue faced by most approaches is the reliance on large
amounts of data for training. In practice, labelling of real robotic data is very expensive, or
even impractical. In contrast, simulated data is much cheaper. Therefore, this thesis focuses on
investigating how simulation can be used to reduce the cost of data collection for visuo-motor
policy learning.
Firstly, we evaluate the feasibility of learning vision-based planar reaching using a Deep
Q Network (DQN), showing that DQN is able to learn reaching in simulation, however the
learned policies do not transfer directly to real robots with real cameras observing real scenes.
Therefore, modular deep Q networks are proposed to transfer policies from simulation to the
real world in a low-cost manner with a small number of labelled real images. To further weaken
the reliance on real data, an adversarial discriminative loss based semi-supervised approach is
proposed to transfer visuo-motor policies with fewer labelled real data. A comparable performance can be achieved with 50% fewer labelled real images in a benchmark task of 7 DoF
robotic reaching in clutter.
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Chapter 1
Introduction

Robots are now widely used in industrial manufacturing factories (structured environments),
performing tasks such as welding, material handling, painting, palletizing, and assembly. They
have highly increased manufacturing productivity. In industry, the environments can be particularly arranged for robots to implement manipulation tasks, such as specifically deployed objects,
simplified background colours for visual perception, and separated areas with no humans.
However, this kind of arrangement is impractical in the environments where humans live (daily
life environments) and where object positions vary quite often; environment backgrounds are
complex; human behaviours are dynamic and hard to predict. Such unstructured environments
are quite challenging for robotic applications, such as doing housework, cooking meals, and
cleaning streets. This is why the number of robots successfully adopted in daily life environments is quite limited, which is a problem for aiding people in their daily lives, and helping our
aging populations.
Nevertheless, humans can well cope with various tasks and adapt to changes. Humans learn
skills by observing how others perform them, as well as mastering new actions through trial
and error. Inspired by this, if robots can learn and master skills in the same way, they should
be more capable to help humans more even in unstructured environments. To achieve this goal,
appropriate learning methods are required.
A typical method for learning through trial and error is Reinforcement Learning (RL) which
has been successfully used for different applications in both simulation and the real world [Kaelbling et al., 1996, Kober et al., 2013]. Inspired by the success of deep learning in computer
vision [Krizhevsky et al., 2012], Deep Q networks (DQNs) were proposed to learn playing Atari
1
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games from raw-pixel observations directly, by combining reinforcement learning with deep
learning [Mnih et al., 2013, 2015], i.e., Deep Reinforcement Learning (DRL). DRL enables
the reinforcement learning direct from high-dimensional sensing inputs (raw-pixel images),
reducing the reliance on manually designing low-dimensional feature extractors, which makes
it a more general solution for broader applications.
However, using DRL to learn visuo-motor policies (from camera images to motor commands) in the real world could be very expensive in terms of time, resources and dollars, since
making mistakes is unavoidable. In contrast, trial and error in simulation are much cheaper.
In this regard, a more practical solution could be first learning policies in simulation and then
transferring to the real world, which is what this work investigates. In particular, this work aims
to find out feasible ways of making use of simulation to enable robots to learn visuo-motor
policies through trial and error for robotic manipulation tasks such as robotic reaching.

1.1

Research Questions

In particular, this work aims at finding feasible solutions to answer the three questions below:
1. How can robots learn feasible visuo-motor policies through trial and error (DRL) in
simulation?
Although DRL reduces the reliance on manually designing feature extractors, learning
gets more difficult and less data efficient, since a deep neural network and a latent actionvalue function are coupled together and have to be optimized in parallel. Compared to the
optimization of a deep neural network, the approximation of a latent action-value function
is more challenging, especially for cases with sparse rewards (i.e., feedback comes after a
long sequence of actions). Appropriate reward functions/mechanisms and effective policy
exploration approaches are necessary and important for reinforcement learning to obtain
feasible policies.
2. How can the policies learned in simulation be effectively transferred to the real world?
Due to the inevitable gap between simulated and real environments, the policies learned
in simulation might not work appropriately in the real world. Additional steps might be
necessary to transfer visuo-motor policies from simulation to the real world. In computer
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vision, a commonly used approach for transferring deep neural networks from source to
target domains (domain adaptation) is using a small target domain dataset to fine-tune
a network pre-trained in the source domain. However, for deep reinforcement learning
where a neural network represents a mapping from images to action-values, labelling
target images becomes very challenging or even impossible, since ground-truth actionvalues are invisible in most cases. Studies are necessary to enable effective and efficient
transfer for DRL from simulation to the real world.
3. How can the policy transfer be more label-efficient for broader applications in robotics?
In many robotic applications, obtaining ground-truth information to label images could be
very expensive or even impractical in the real world. Therefore, aiming for a more practical approach for broader applications in robotics, it is important to enable the transfer of
visuo-motor policies from simulation to the real world with less or no demand in labelling
real images. However, most existing transfer approaches need nontrivial labelling for
images in target domains, unsupervised or semi-supervised transfer approaches are rare.

1.2

Contributions

This thesis mainly makes the contributions below:
• A DQN-based learning system is developed to evaluate the feasibility of deep reinforcement learning for visually-guided robotic planar reaching, which consists of a 2D simulator, a DQN learner, and ROS-based interfaces for operations on a Baxter robot.
• The DQN-based learning system is evaluated in simulation with different settings and
also in the real world, providing detailed feasibility analyses.

• A modular DQN is proposed to transfer policies from simulated to real environments

using a small number of labelled real images. An end-to-end fine-tuning approach is
introduced together to strengthen hand-eye coordination in modular visuo-motor policies
using weighted losses.

• A kinematics-based controller is introduced to guide the policy search in DQN to replace
the standard ε-Greedy method for more effective and faster policy learning.

4
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• An adversarial discriminative approach is proposed to transfer visuo-motor policies from
simulation to the real world in a more label-efficient way. Important factors in the adversarial discriminative transfer are investigated with comparison experiments and detailed
analyses, showing their benefits and limits for future research.
• The adversarial discriminative transfer is demonstrated with modular networks and domain randomization in a realistic robotic reaching task where policies are learned to
control a 7 DoF arm to reach a target table-top object in clutter.

1.3

List of Publications

1. F. Zhang, J. Leitner, M. Milford, B. Upcroft, and P. Corke, “Towards vision-based deep
reinforcement learning for robotic motion control,” in Proceedings of the Australasian
Conference on Robotics and Automation (ACRA), Canberra, Australia, 2015. (Published)
2. F. Zhang, J. Leitner, M. Milford, and P. Corke, “Modular Deep Q Networks for Sim-toreal Transfer of Visuo-motor Policies,” in Proceedings of the Australasian Conference on
Robotics and Automation (ACRA), Sydney, Australia, 2017. (Published)
3. F. Zhang, J. Leitner, M. Milford, and P. Corke, “Tuning Modular Networks with Weighted
Losses for Hand-Eye Coordination,” in Proceedings of the IEEE Conference on Computer
Vision and Pattern Recognition (CVPR) Workshops , Honolulu, Hawaii, USA, 2017.
(Published)
4. F. Zhang, J. Leitner, Z. Ge, M. Milford, and P. Corke, “Adversarial Discriminative
Sim-to-real Transfer of Visuo-motor Policies,” in The International Journal of Robotics
Research, 2018. (Under Review)
5. J. Leitner, A. W. Tow, N. Sünderhauf, J. Dean, J. W. Durham, M. Cooper, M. Eich,
C. Lehnert, R. Mangels, C. McCool, P. T. Kujala, L. Nicholson, T. Pham, J. Sergeant,
L. Wu, F. Zhang, B. Upcroft, and P. Corke, “The ACRV Picking Benchmark (APB):
A Robotic Shelf Picking Benchmark to Foster Reproducible Research,” in Proceedings
of the IEEE International Conference on Robotics and Automation (ICRA), Singapore,
2017. (Published; minor contributions; not included as part of this thesis)
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Outline

The thesis mainly consists of three parts. The first part (Chapter 2) summarizes existing approaches for the topics of Robotic Manipulation, Robot Learning, Reinforcement Learning and
Transfer Learning. The second part (Chapters 3-5) presents the contributions of this thesis in
the form of published papers. The last part (Chapter 6) concludes the thesis by summarizing
the contributions and discussing potential improvement and directions for future work.
Chapter 3 presents the paper published at ACRA 2015 [Zhang et al., 2015] which shows
a DQN-based learning system for a robotic planar reaching task and the feasibility evaluation
of learning visuo-motor policies through deep reinforcement learning in simulation and then
transferring to the real world.
Chapter 4 presents the papers published at ACRA 2017 [Zhang et al., 2017a] and CVPR
2017 [Zhang et al., 2017b] where a modular DQN is introduced to transfer visuo-motor policies from simulated to real environments using a small number of labelled real images. A
kinematics-based controller is also introduced to guide the policy search with a more appropriate reward function.
Chapter 5 presents the paper in preparation for IJRR [Zhang et al., 2018a] which introduces
an adversarial discriminative approach for more label-efficient policy transfer by making use of
unlabelled real images which are cheap for a vision-based robotic system. Its effectiveness and
efficiency are also shown in a realistic table-top reaching task where visuo-motor policies are
learned to control a 7 DoF arm in velocity mode to reach a target blue cuboid in clutter.
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Chapter 2
Literature Review

This chapter surveys recent developments in learning approaches for vision-based robotic manipulation. We start by briefly summarizing existing solutions for vision-based robotic manipulation where many open-loop and closed-loop control methods have been tried during
four decades’ study. In recent years, learning approaches are used more commonly to help
improve the capability of robots for more complicated manipulation tasks in unstructured and
dynamic environments. Therefore, a summary of recent learning-based solutions for robotic
manipulation is then presented, including conventional regression approaches, Deep Learning
(DL), and Learning from Demonstration (LfD). After that, we briefly introduce Reinforcement
Learning (RL) which is a typical solution for learning through trial and error, followed by
its recent advances brought by its combination with DL. At last, Transfer Learning (TL) is
summarized with a focus on the transfer of deep neural networks across domains.

2.1

Vision-based Robotic Manipulation

Vision-based robotic manipulation is the process by which robots use their manipulators (such
as robotic arms) to rearrange environments [Mason, 2001], based on visual perception. The
early vision-based robotic manipulation was implemented using pose-based (position and orientation) closed-loop control, where vision was typically used to extract the pose of an object as
an input for a manipulation controller at the beginning of a task [Kragic and Christensen, 2002].
Normally, the controller was based on kinematic models without vision information in the
control loop. The applicable scale of this kind of control method is limited, since it works only
7

8

CHAPTER 2. LITERATURE REVIEW

when kinematic models are precise and environments stay unchanged. Unfortunately dynamic
changes are common and highly precise kinematic models are expensive in the real world.
In contrast, vision-based closed-loop control methods can continuously adapt to dynamic
changes in environments and compensate the inaccuracy of kinematic models, such as visual
servoing [Corke, 1996]. However, the computation cost of vision-based closed-loop methods is
higher than that of pose-based closed-loop methods, since image processing is necessary in each
cycle. Nevertheless, with the rapid development of computer technology, it is not a key issue
any more, even for complex visual algorithms. Most current vision-based robotic manipulation
systems use closed-loop control methods, such as a vision-based system on a Johns Hopkins
“Steady Hand Robot” for cooperative manipulation at millimeter to micrometer scales, using
virtual fixtures [Bettini et al., 2004]. Various closed-loop visual strategies were also applied to
enable robots to manipulate both known and unknown objects through monocular and binocular
vision cues [Kragic et al., 2005].

2.2

Learning Approaches for Vision-based Robotic Manipulation

Conventional approaches for robotic manipulation usually need accurate models for systems
and environments. However, these models are hard to obtain in challenging scenarios such
as manipulation using complex robotic systems in unstructured and dynamic environments.
To tackle the problem, various learning approaches have been proposed for complex models [Nguyen-Tuong and Peters, 2011], including Gaussian process regression [Rasmussen and
Williams, 2006], Bayesian comittee machine [Tresp, 2000], support vector machine [Schölkopf
and Smola, 2002], etc. For some complicated tasks, learning from demonstration [Argall et al.,
2009] was also used. A humanoid robot was enabled to learn dual-arm manipulation tasks from
human demonstrations through vision with continuous hidden Markov models (HMMs) [Asfour
et al., 2008].
For vision-based robotic manipulation, another big challenge is robust vision. In computer
vision, deep learning techniques have shown significant improvements in robustness and performance [Krizhevsky et al., 2012]. Recently, data-driven approaches, commonly implemented
using deep learning algorithms, have created a trend away from hand-crafted towards artificial
neural network based visual feature extractors for robotic manipulation.

2.2. LEARNING APPROACHES FOR VISION-BASED ROBOTIC MANIPULATION
2.2.1

9

Deep Learning in Robotic Manipulation

Deep learning (DL) is learning with deep artificial neural networks (ANNs) which are widely
used in the areas relevant to data processing and modelling, particularly for those cases where
physical models are complex or unclear. The effectiveness of ANNs for control systems had
been verified in the late 1980s [Werbos, 1989] and early 1990s [Hunt et al., 1992, Nguyen
and Widrow, 1990]. Back then, ANNs usually had fewer than 3 hidden layers, normally 1
or 2 hidden layers, due to the absence of effective training approaches for those with more
than 3 hidden layers. Recently, after a breakthrough in training methods for multilayer neural
networks [Bengio et al., 2007, Hinton et al., 2006, Ranzato et al., 2006], those with more than 3
hidden layers become dominant, and are called deep neural networks (DNNs), and can represent
more complex functions.
In recent years, deep learning has dramatically improved the state-of-the-art in speech
recognition, visual object recognition, object detection and many other domains such as drug
discovery and genomics [LeCun et al., 2015]. Benefiting from deep learning, the performance of
image recognition has been significantly improved: test set error rates of 37.5% and 17.0% were
achieved on ILSVRC-2010, using a convolutional neural network (CNN) which consists of five
convolutional layers with a final 1000-way softmax [Krizhevsky et al., 2012]. Deep learning has
also been attracting more and more attention from the robotics community [Sünderhauf et al.,
2018]. Other than the applications on computer vision problems such as object recognition and
pose estimation [Wohlhart and Lepetit, 2015, Yu et al., 2013, Zeng et al., 2017], deep learning
is also beneficial for planning and control.

Deep learning for planning
Aiming for better performance, deep learning has been used to solve complicated planning
problems in robotic manipulation. Some learn planning from low-dimensional sensing inputs,
such as DeepMPC where recurrent neural networks (RNNs) were combined with model predictive control (MPC) to learn object cutting [Lenz et al., 2015]. It achieved a state-of-the-art
performance in experiments on a large-scale dataset of 1488 material cuts for 20 diverse classes,
and in 450 real-world robotic experiments.
Most others tend to make use of convolutional neural networks (CNNs) to learn planning

10
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directly from raw-pixel images. For example, CNNs were used to successfully learn manipulation action plans [Yang et al., 2015] from a fully-labelled cooking dataset of Youtube videos
(YouCook [Das et al., 2013]). The solution consists of a probabilistic-manipulation-actiongrammar based parsing module and two CNN based recognition modules: one for grasping
type recognition; the other for object recognition. The parsing module was to generate visual
sentences for robot manipulation. The algorithm was able to recognize and generate action
plans robustly, achieving an overall recognition accuracy of 79% on objects, of 91% on grasping
types, and of 83% on predicted actions. Its overall action commands accuracy was 68%.
Another example is a CNN for predicting the success probability of a sequence of motions
aiming at grasping [Levine et al., 2016b]. The grasping system consists of a 7 DoF robotic
manipulator, a 2-finger gripper and a monocular RGB camera. Combined with CEM [Rubinstein and Kroese, 2004] – a simple derivative-free optimization algorithm – the grasping system
achieved a success rate of 80% after training the CNN using a large-scale dataset with 800,000
grasp attempts collected in two months on 14 real robots. Similarly, a self-supervised deep
learning approach was also introduced to learn grasping using CNNs [Pinto and Gupta, 2016].
The self-supervision comes from an autonomous labelling process using force sensors. After
staged training with 50K trials which took 700 hours on a Baxter robot, the approach achieved
a grasping success rate around 70%. Other than grasping, CNNs were also used to learn poking
from 400 hours of experience by executing more than 100K pokes on different objects using a
Baxter robot [Agrawal et al., 2016].

Deep learning for control
Deep learning has also been used for control in robotic manipulation. Most solutions focus on
learning policies that maps raw-pixel images directly to actions (visuo-motor polices), which
is also the focus of this thesis. For example, a CNN-based policy representation architecture
(deep visuo-motor policies) was introduced with an added guided policy search (GPS) method
to learn complex robotic manipulation tasks [Levine et al., 2016a, 2015]. The deep visuo-motor
policies map joint angles and camera images directly to joint torques, as shown in Figure 2.1.
The policy search method consists of two phases, i.e., optimal control phase and supervised
learning phase. The supervised learning consists of three procedures, i.e., pose CNN training,
trajectories pre-training, and end-to-end training. Impressive results were obtained in tasks like

2.2. LEARNING APPROACHES FOR VISION-BASED ROBOTIC MANIPULATION
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Figure 2.1: The network contains three convolutional layers, followed by a spatial softmax
and an expected position layer that converts pixel-wise features to feature points. The points
are concatenated with robot configurations, then passed through three fully connected layers to
produce torques [Levine et al., 2016a].

Figure 2.2: Learning visuo-motor policies for hanging a coat hanger, inserting a block into
a shape sorting cube, fitting the claw of a toy hammer under a nail, and tightening a bottle
cap [Levine et al., 2016a].
hanging a coat hanger, inserting a block into a shape sorting cube, fitting the claw of a toy
hammer under a nail, and tightening a bottle cap (Figure 2.2).
To further improve the robustness of learned visuo-motor policies and scale the aforementioned approach for broader applications, deep spatial autoencoders were proposed to extract
useful features for a task in an unsupervised manner [Finn et al., 2016]. More recently, imitation
learning was used to make the learning of visuo-motor policies more efficient and less costly,
either via meta-learning [Finn et al., 2017] or from virtual reality teleoperation [Zhang et al.,
2018b].

Learning from simulated or synthetic data
Different from the aforementioned approaches which use real-world images to train deep neural
networks, some others propose to use simulated or synthetic data to reduce the cost of collecting
real datasets. A CNN was able to perform high-precision (< 1 mm), robust and real-time 6 DoF
visual servoing after training with simulated perturbations including occlusions and varying
lighting conditions from a single real-world image of the scene [Bateux et al., 2018]. Similarly,
the performance of a CNN was improved by 7% in object recognition by introducing an extra
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Figure 2.3: The framework of learning from demonstration [Argall et al., 2009]. D represents
a demonstration dataset. a is the action determined by the learned policy π for the perceived
state s whose true world state is s∗ .
data augmentation layer to simulate images from a robotic vision system [D’Innocente et al.,
2017].
There are also some negative results, which show that visuo-motor policies learned in simulation does not transfer directly to real robots with real cameras observing the secene [Tow et al.,
2016]. Even very modest image distortions in the simulation environment (small translations,
Gaussian noise and scaling of the RGB color channels) caused the performance of the system
to fall dramatically.
In summary, all the aforementioned approaches and results show that, with appropriate
network architectures and training methods, deep learning is feasible and beneficial for robotic
manipulation. Simulated or synthetic data is helpful to reduce the cost of collecting real data,
but an extra transfer step is necessary in some cases to bridge the gap between simulated and
real scenarios. Recent success of deep learning in robotic manipulation is just a beginning, there
is a lot more to investigate for more robust and cheaper solutions for real-world applications.

2.2.2

Learning from Demonstration

Learning from demonstration (LfD) is a class of methods which approximate mappings between
states and actions from teacher’s demonstrations [Argall et al., 2009]. With LfD, the learning of
complicated robotic manipulation skills can be more data-driven and needs fewer hand-crafted
designs. A LfD framework normally consists of a policy derivation unit and a policy execution
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unit, as shown in Figure 2.3 [Argall et al., 2009]. In the policy derivation unit, the teacher’s
demonstrations include all states and selected actions throughout the teacher’s execution of a
task. A demonstration dj  D is presented as kj pairs of observations and actions: dj = (sij , aij ),
sij  S, aij  A, i = 0 · · · kj . According to the demonstration dataset D, the policy π : S → A is

constructed by a policy derivation algorithm, i.e., extracting the relation between states S and
actions A. Based on the policy π, the policy execution unit takes action a according to perceived
state s, to interact with the world. s is the perception result of the true world state s∗  S ∗ . The
mapping M : S ∗ → S between S ∗ and S is determined by sensors (vision and/or other sensors)
and perception algorithms.

Demonstration collection
In addition to the LfD framework, another important part is demonstration collection, of which
many approaches have been tried. Teleoperation was successfully used for demonstrations
in the learning of a controller for sustained inverted flight on an autonomous helicopter [Ng
et al., 2006], robot kicking motions [Browning et al., 2004], and object grasping [Sweeney and
Grupen, 2007]. A human assistance method was used in the kinesthetic teaching of a humanoid
robot, where the joints of the robot are passively moved through desired motions by humans
[Billard et al., 2006]. Motion capture systems were successfully used to teach human motion
[Ude et al., 2004] and manipulation tasks [Pollard and Hodgins, 2004].
All these demonstration gathering methods are effective in real-world applications. However, due to the requirement for additional equipment and sensors, the implementation is still too
complicated and inconvenient, sometimes impractical. A more practical approach is that robots
learn from human-performed demonstrations through their on-body cameras, without other
additional sensors. More investigations are necessary for cheaper demonstration collection.
Policy derivation
Regarding policy derivation methods, there are three major types, i.e., mapping functions,
execution plans, and system models [Argall et al., 2009]. Mapping function based methods
approximate a function to map states to actions, f

:

S → A. A Bayesian likelihood

method was used to approximate actions selection for a humanoid robot in a button pressing
task [Lockerd and Breazeal, 2004]. Support Vector Machines (SVMs) were used to classify
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behaviours in a robotic ball sorting task [Chernova and Veloso, 2008]. Sparse On-line Gaussian
Process (SOGP) was used to enable an AIBO robot to perform basic soccer skills [Grollman and
Jenkins, 2008]. A neural network was used to enable autonomous driving of a van on various
types of roads [Pomerleau, 1991].
Execution plan based methods represent a policy as a sequence of actions that lead from
an initial state to a final goal state. Pre-conditions and post-conditions are necessary for each
action. Generally, additional annotations for state-action demonstrations are required for planning techniques. The execution plan based method was successfully used to learn a plan
for object manipulation [Kuniyoshi et al., 1994]. Using a plan based method, a humanoid
learned a generalized plan for a repetitive ball collection task, from only two demonstrations
[Veeraraghavan and Veloso, 2008].
System model based methods are usually used for the case of combining LfD with reinforcement learning which is introduced in Section 2.3. The demonstration data is used to
determine the transition function of reinforcement learning. A system model based LfD method
was successfully used to optimize a neural network controller for autonomous helicopter flight
[Bagnell and Schneider, 2001]. In some particular cases, the reward function is also learned
from demonstrations, where a method of inverse reinforcement learning [Ng and Russell, 2000]
is usually used. These particular learning cases are also called apprenticeship learning [Abbeel
and Ng, 2004]. Using apprenticeship learning, an algorithm was able to learn different driving
styles in a car driving simulation platform, where the algorithm constructed the reward function
through linear regression [Abbeel and Ng, 2004]. Apprenticeship learning was also used in
the control of an aerobatic helicopter flight, where it outperformed previous state-of-the-art
approaches, in both the flipping and rolling tasks [Abbeel, 2008].
Among these three types of policy derivation methods, compared with mapping function
based methods, the execution plan based methods converge faster, since their policies are
represented by sequences of actions which constrain the learning process to a smaller range.
However, this constraint also limits the application scale of execution plan based methods. The
system model based methods which usually combine LfD and reinforcement learning are able
to remedy the weaknesses of each single method. LfD makes the design of transition and
reward functions in reinforcement learning less challenging. It can also provide some guidance
in exploration as well as help initialize the policy. Correspondingly, reinforcement learning can
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Figure 2.4: The agent-environment interaction in reinforcement learning. At each time step t,
according to the received reward rt and the perceived state st whose true world state is s∗t , the
agent selects an action at to interact with the environment. One time step later, the world ends
up in a new state s∗t+1 with a new reward rt+1 . In the agent, ∆ is the output of the transition
function, providing the prediction for the next state following st .
enlarge the adaptability of LfD, because of its self-improvable ability during exploration.
In summary, LfD is a good option to learn complicated robotic manipulation skills without
too much effort in designing state-action mapping. Its combination with reinforcement learning
is particularly promising for more efficient and adaptive learning of robotic manipulation skills
through trial and error.

2.3

Reinforcement Learning

Reinforcement learning (RL) is a method of iteratively learning through trial and error. It is
widely used and studied in the areas of machine learning, optimal control, and robotics. The
modern field of reinforcement learning arose in the late 1980s [Sutton and Barto, 1998]. In
the robotics area, RL is used to enable robots to both acquire new skills and improve the
performance of mastered skills through trial and error.
Figure 2.4 shows how an RL algorithm (the agent) and the environment interact at each
time step, t = 0, 1, 2, 3, ... [Sutton and Barto, 1998]. It learns policies from interactions with
the world (environment) rather than demonstrations which are used in LfD. At each time step t,
based on the received reward (rt  R) and representation of the environment’s state (st  S), the
agent selects an action (at  A) to interact with the environment. S denotes the set of possible
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states; A is the set of available actions. st is the perception result (from vision and/or other
sensors) of the true world state s∗t  S ∗ . One time step later, in part as a consequence of the
action, the world ends up in a new state (s∗t+1  S ∗ ), the agent receives a new pair of reward
(rt+1  R) and perceived state (st+1  S). The agent’s goal is to learn a policy (π : S → A), that
maps a currently perceived state to an action, to maximize the long-term reward it receives.

Formally, RL can be defined as a Markov Decision Process (MDP). It is represented by
a 4-tuple, M = [S, A, p, r] [Riedmiller et al., 2009]. Function r : S × A → R is a reward

function which calculates immediate reward rt+1 that results by taking action at in state st .

In some cases, the immediate reward is directly provided by the environment, which Fig. 2.4
shows. For example, when playing a video game, the immediate reward is directly provided
by the video game engine which contains the reward function. In the other cases, the reward
function is included in the agent. Function p : S × A → ∆ is a transition function, where ∆

is a set of probability distributions and specifies the probability of ending up in state ŝt+1 when

performing action at in state st . ŝt+1 is the state predicted by the transition function, s∗t+1 in
Figure 2.4 is the true state. The transition function is optional and included in the agent. Its
output ∆ is part of the input of a value function which estimates the long-term reward to guide
the policy determination. Generally, RL learns the value function.
In the past three decades, various RL-based solutions have been proposed for different
robotic applications [Kaelbling et al., 1996, Kober et al., 2013]. For example, with StateAction-Reward-State-Action (SARSA) learning algorithm, a Mitsubishi Pa10 robot successfully learned to play ball-in-a-cup [Nemec et al., 2010]. By applying value function approximation techniques for goal learning and direct policy search methods for shape learning, a learningto-pour-liquid task was implemented in simulations as well as using a Pa10 robot [Tamosiunaite
et al., 2011]. With Dynamic Movement Primitives (DMPs) and the PI2 algorithm [Theodorou
et al., 2010] (a reinforcement learning approach for learning motor skills in high dimensions), a
PR2 robot was able to learn flipping a box using chopsticks [Pastor et al., 2011]. These results
show that RL in general is feasible for robotic manipulation with appropriate system designs.
More recently, the combination of reinforcement learning with deep learning has brought
more advances, such as deep Q-learning which achieved a human-level performance in 49
different Atari 2600 games [Mnih et al., 2013, 2015]. Deep Q-learning is a combination of
deep learning and Q-learning, which will be discussed next.
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Figure 2.5: The agent-environment interaction in Q-learning. Q-learning is an RL algorithm
which needs no transition function. Instead, it works by learning a Q-value function.
Algorithm 1: The Q-learning algorithm
1 Initialize Q(st , at ) arbitrarily
2 Repeat (for each episode):
3
Initialize st
4
Repeat (for each step of episode, t):
5
Choose at in st according to max Q(st , at )
at

6
7
8
9

2.3.1

Take action at , observe rt+1 , st+1
Q(st , at ) ← Q(st , at ) + αt [rt+1 + γ max Q(st+1 , at+1 ) − Q(st , at )]
at+1

st ← st+1
until st is terminal

Q-learning

Q-learning is a widely used RL algorithm which needs no transition function (model-free) [Watkins,
1989], as shown in Fig. 2.5. In its simplest form, one-step Q-learning is defined by
Q(st , at ) ← Q(st , at ) + αt [rt+1 + γ max Q(st+1 , at+1 ) − Q(st , at )]
at+1

(2.1)

where Q is the value function (Q-value) which calculates the quantitative quality of a stateaction pairing; γ (0 6 γ < 1) is the discount factor which trades off the importance of history
rewards; αt (0 6 αt < 1) is the learning rate [Sutton and Barto, 1998]. The Q-learning
algorithm is shown in Algorithm 1. Normally αt decays over time for the learning to converge.
The algorithm chooses an action for each time step through arg max Q(st , at ).
at

18

CHAPTER 2. LITERATURE REVIEW
With Q-learning, an AIBO robot was able to learn to walk on new surfaces [Birdwell et al.,

2007]. By using a Q-learning algorithm accelerated through memory-based sweeping and
“adjoining property” enforcing, a docking task was learned in less than 1 hour on a visionbased mobile robot (PeopleBot) [Martínez-Marín and Duckett, 2005]. In addition, a mobile
robot learned a navigation task from scratch in around 20 minutes through Q-learning [Bakker
et al., 2006].
These results show the feasibility of Q-learning in robotic applications. Because of the
absence of a transition function, Q-learning provides a good solution for the cases where the
modelling of a transition function is too complex or impractical. However, due to the existence
of max Q(st , at ) for policy determination, Q-learning relies more on appropriate exploitation
at

and exploration strategies (e.g., ε-greedy [Sutton and Barto, 1998]) than other RL algorithms,
since exploration might be limited in a sub-optimal space by max Q(st , at ) if with inappropriate
at

strategies.

2.3.2

Deep Reinforcement Learning

Deep Reinforcement Learning (DRL) is a type of RL algorithms where deep neural networks
are used to approximate value functions. Deep Q-learning is one of its typical examples. It
is a combination of deep learning and Q-learning, where a deep neural network is used to
approximate a Q-value function. The network is called deep Q network (DQN), such as the one
shown in Figure 2.6 which was proposed to play Atari games [Mnih et al., 2015].
Benefiting from the convolutional layers in the deep neural network, DQN is able to approximate Q-values for candidate actions directly from raw pixel images. For Atari games,
the information provided to a Deep Q-agent includes raw pixel images, game scores and the
number of available actions for each game. No pre-input feature extraction is needed, which is
necessary for most previous RL algorithms and neural networks. The end-to-end architecture
makes it possible to learn to play different games without any modifications in architecture.
The only one thing is to let the algorithm improve policies through playing games over and
over again. However, a single network was trained for only a particular game, i.e., 49 different
networks (with a same architecture but different weights) for 49 games.
In the implementation of the DQN, in addition to using a CNN to estimate Q-values, an
experience replay mechanism [Lin, 1993] was used to randomly sample previous records to

2.3. REINFORCEMENT LEARNING

19

Figure 2.6: The input to the neural network consists of an 84×84×4 image from video games,
followed by three convolutional layers and two fully connected layers with a single output for
each valid action [Mnih et al., 2015].
increase the learning efficiency. Some common training tricks were also used to assist the
training, including mini-batch gradient descent, RMSProp [Tieleman and Hinton, 2012], batch
normalization and soft target update. The training process took around 38 days to achieve the
comparable human-level performance for 49 games.
Aiming for a more lightweight framework for deep reinforcement learning, an asynchronous
version of DQN was proposed, which resulted in better performances on a single multi-core
CPU using only half the training time required for the original DQN on GPU [Mnih et al.,
2016]. By combining with a deterministic policy gradient (DPG) algorithm [Silver et al., 2014],
and with appropriate reward functions, the DQN was successfully extended to cope with more
than 20 simulated continuous control tasks such as cartpole swing-up, dexterous manipulation,
legged locomotion and car driving [Lillicrap et al., 2016]. It achieved a comparable performance
to that of iLQG [Todorov and Li, 2005], a generalized iterative method for locally-optimal feedback control of constrained non-linear stochastic systems. The approach was further extended
for more challenging dexterous manipulation tasks such as object grasping and stacking [Popov
et al., 2017].
These results in simulation show the feasibility of DRL for complex robotic manipulation
tasks. Its feasibility for real-world manipulation tasks has also been demonstrated in a complex
door opening task by using multiple robots [Gu et al., 2017]. However, a common issue for
most deep reinforcement learning algorithms is they typically need a large amount of data
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to obtain feasible policies. This makes applying DRL directly on real robotic systems quite
expensive or even impractical due to the high cost in terms of dollars and time. Although
some approaches have been proposed recently to reduce the data requirement by making use
of auxiliary tasks [Jaderberg et al., 2016] and demonstrations [Hester et al., 2018], their help is
trivial. More investigations are required to enable robots to learn manipulation skills through
trial and error in the real world, particularly when taking into account safety concerns.

2.3.3

Safe Exploration in Reinforcement Learning

To apply RL in real-world robotic applications, the safety in exploration is an unavoidable
issue [Moldovan and Abbeel, 2012]. The behaviours of robots under the control of RL algorithms are uncertain, some of which might be harmful to humans, robots themselves, and
the environments around. To tackle the problem, an algorithm was developed to guarantee
the safety in exploration by applying extra constraints to restrict attention to a subset of safetyguaranteed policies provided by humans [Moldovan and Abbeel, 2012]. Although this approach
did help guarantee the safety, the extra constraints might also limit the possibility of obtaining
better policies.
In contrast, weakening the safety issue by conducting majority of the exploration in simulation is a more promising solution. Simulation is a cheap place for trial and error, where no
real damage will be caused. In addition, the exploration in simulation can be easily speeded up,
resulting in a significantly lower time-cost. However, the difference between simulation and the
real world is inevitable, i.e, the difference in appearance and physics between simulated models
and true systems. With the difference, the policies learned in simulation might work poorly in
the real world [Atkeson and Schaal, 1997]. Therefore, some extra transfer steps are necessary
to adapt the policies from simulation to the real world. After adapting the policies learned in
simulation, soccer robots were able to learn to cooperate with each other [Uchibe et al., 1998].
In summary, considering the high cost and safety concerns in real-world exploration, this
thesis focuses on the idea of conducting majority of the training in simulation and then adapting
the policy to the real world with some extra transfer steps. Regarding the construction of simulated environments, there are many candidate platforms, such as V-REP, a versatile, scalable,
yet powerful general-purpose robot simulation framework [Rohmer et al., 2013]. Some other
options include Webots [Michel, 2004], MuJoCo [Todorov et al., 2012] (a physics engine for
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model-based control) and the SL framework [Schaal, 2009] (a framework that allows users to
switch between a simulated robot and a real one with a simple recompilation). In addition,
Gazebo, a simulation toolbox associated with ROS [Quigley et al., 2009], is also a good option
for fast-prototype.

2.4

Transfer Learning

Transfer Learning (TL) in general attempts to develop methods to transfer knowledge between tasks (i.e., transfer knowledge learned in one or more sources tasks to a related target
task) [Taylor and Stone, 2009, Torrey and Shavlik, 2009]. In particular, there are four types of
transfer learning methods: instance-transfer, feature-representation-transfer, parameter-transfer,
and relational-knowledge-transfer [Pan and Yang, 2010].
The instance-transfer is to adapt with certain parts of the data in a source task, which can be
reused for learning in a target task [Jiang and Zhai, 2007]. The feature-representation-transfer
is to learn a new feature representation for a target task [Argyriou et al., 2007]. The parametertransfer is to discover some shared parameters or priors that encode the knowledge which can
be used for a target task [Gao et al., 2008]. The relational-knowledge-transfer is to learn the
relation among the data in source and target tasks [Mihalkova and Mooney, 2008].
As this thesis aims at transferring DNN-represented visuo-motor policies from simulation
to the real world, the following literature summary is focused on the transfer of DNNs for computer vision, reinforcement learning and robotics applications, where feature-representationtransfer and parameter-transfer are widely used.

2.4.1

Transfer Learning in Computer Vision

With recent developments of deep learning in computer vision, various transfer learning approaches have been proposed for domain adaption of deep neural networks for different applications such as image classification, object detection, face recognition, and image-to-image
translation [Wang and Deng, 2018]. From the perspective of whether labels are required for
samples from a target domain, existing approaches can be categorized into three types: supervised [Gupta et al., 2016, Peng et al., 2016], semi-supervised [Luo et al., 2017, Tang et al., 2016]
and unsupervised domain adaptation [Ganin and Lempitsky, 2015, Ghifary et al., 2016, Gopalan
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Figure 2.7: ADDA first pre-trains a source encoder CNN and classifier using labelled source
images; then performs adversarial adaptation by learning a target encoder CNN such that a
discriminator cannot reliably distinguish the features from source or target encoders. In testing,
the target encoder is used to predict class labels for target images, along with the classifier
trained by source samples [Tzeng et al., 2017].

et al., 2011, Long et al., 2016, Tzeng et al., 2017]. Aiming for no need for data labelling, unsupervised approaches are becoming more and more popular, such as Adversarial Discriminative
Domain Adaptation (ADDA) [Tzeng et al., 2017] which is similar to the adversarial idea in
Generative Adversarial Networks (GANs) [Goodfellow et al., 2014].
The ADDA transfer consists of three stages: pre-training, adversarial adaptation, and testing, as shown in Figure 2.7. In pre-training, a source CNN encoder is trained along with
a classifier using labelled images from a source domain. In the adversarial adaptation, the
source CNN encoder works as a template (with its weights fixed) to adapt a target encoder by
optimizing an adversarial loss [Tzeng et al., 2017]
arg min LadvD (Xs , Xt , Ms , Mt ) = − Exs Xs [log D(Ms (xs ))]
D

− Ext Xt [log(1 − D(Mt (xt )))]

(2.2)

arg min LadvM (Xs , Xt , D) = − Ext Xt [log D(Mt (xt ))] ,
Mt

where Xs and Xt represents source and target image sets; xs and xt are the samples in Xs and
Xt ; Ms and Mt are source and target CNN encoders; D represents the discriminator. In testing,
the target CNN encoder is used with the classifier trained by source samples (with its weights
unchanged) to predict class labels for target images.
Another similar approach is Domain Confusion (DC), whose feasibility has been verified in
object recognition [Tzeng et al., 2015] and fine-grained recoginition [Gebru et al., 2017]. Compared to ADDA, DC uses a different LadvM with an uniform distribution of class labels [Tzeng
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et al., 2015]:
LadvM (Xs , Xt , D) = −

X

d∈{s,t}

Exd Xd



1
log D(Md (xd ))
2


1
+ log(1 − D(Md (xd ))) .
2

(2.3)

Comparison experiments show that ADDA works better than DC in unsupervised domain adaptation [Tzeng et al., 2017]. These approaches enabled label-free (or more label-efficient) domain
adaptation for classification tasks, however no investigation has been found to use adversarial
methods for the transfer of regression tasks to the best of my knowledge.

2.4.2

Transfer Learning in Reinforcement Learning

As introduced in Section 2.3, most reinforcement learning approaches need a large amount of
data to obtain feasible policies. To tackle the problem, other than making use of demonstrations [Hester et al., 2018], approaches have also been proposed to use transfer learning to speed
up the learning by making use of knowledge or skills from other similar tasks. For example,
with a proto-transfer learning approach, knowledge and representation learned by reinforcement
learning can be transferred between related tasks [Ferguson and Mahadevan, 2006]. In addition, transferring models for Markov decision tasks was enabled using a perturbation method
through parameter matching [Sunmola and Wyatt, 2006]. By using TIMBREL, a novel method
of information transferring for reinforcement learning, the sample efficiency and asymptotic
performance of a model-based algorithm was significantly improved [Taylor et al., 2008].
More recently, progressive neural networks were proposed to improve transfer and avoid
catastrophic forgetting when learning complex sequences of tasks [Rusu et al., 2016]. Their
effectiveness has been validated on various deep reinforcement learning tasks such as different
Atari and 3D maze games as well as simulated robotic manipulation tasks [Rusu et al., 2017].
A modular reinforcement learning approach was also proposed for skill transfer between different simulated manipulation tasks [Devin et al., 2017]. These approaches provide some more
feasible options to transfer visuo-motor policies learned through RL between different robotic
tasks, but there is still a long way to go.
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Figure 2.8: Perception training examples generated using domain randomization and testing
setups [Tobin et al., 2017].
2.4.3

Transfer Learning in Robotics

Traditionally, transfer learning approaches in robotics need explicitly designed mappings or
mapping approaches between source and target tasks, such as a similarity-based mapping approach for manipulation skill transfer on a real robot [Fitzgerald et al., 2015]. Recently, deep
learning is used more and more in robotic applications, therefore more transfer approaches
have been proposed to improve learning efficiency by making better use of pre-mastered skills
from other relevant tasks. Aiming at more robust place classification and segmentation for
autonomous driving, an adversarial domain adaptation approach similar to those in Section 2.4.1
was proposed to adapt DNNs to scenarios with different weather and lighting conditions in an
unsupervised manner using unlabelled images from target domains [Wulfmeier et al., 2017,
2018].
Due to the high cost of collecting huge amounts of data to train DNNs, more and more
works tend to first train in simulation and then transfer to the real world (sim-to-real transfer).
For example, a visual representation adaptation method was proposed to transfer visuo-motor
policies from simulated to real environments, achieving a success rate of 79.2% in a “hook loop”
task, with 10 times fewer real-world images [Tzeng et al., 2016]. Considering that images are
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Figure 2.9: Sample images generated using domain randomization for learning visuo-motor
policies in simulation [James et al., 2017].
cheap for a vision-based robotic system but labelling is often expensive, an adversarial approach
was also introduced to improve the efficiency of learning a classifier to determine whether a
grasp command will be successful or not by using unlabelled real data and therefore reducing
the required number of labelled real data [Bousmalis et al., 2018]. However, to the best of my
knowledge, there is yet no work using adversarial approaches to transfer visuo-motor policies
from simulation to the real world.
More recently, Domain Randomization (DR) was proposed to improve the robustness of
perception skills (Figure 2.8) or visuo-motor policies (Figure 2.9) learned in simulation such
that they can be directly used in real-world robotic manipulation tasks [James et al., 2017,
Tobin et al., 2017]. It has also been proposed to simulate depth images to learn and then
directly transfer grasping skills to real-world robotic arms [Viereck et al., 2017]. The domain
randomization idea was also extended for dynamics to transfer control policies from simulation
to the real world for an object pushing task [Peng et al., 2018]. DR provides a new direction of
transferring policies from simulation to the real world without real data, but selecting appropriate randomization factors and their change ranges is challenging and needs more investigations.

2.5

Summary

In summary, various open-loop and closed-loop control methods have been proposed for different vision-based robotic manipulation systems. Aiming for better performance in unstructured
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and dynamic environments, various machine learning approaches have been tried. Recently,
with the fast developments of deep learning techniques in computer vision, deep neural networks are becoming more and more popular for vision-based robotic applications such as
robotic manipulation. Impressive results have been achieved in vision-based planning and
control, which show the feasibility of deep learning and its significant benefits for robotic
manipulation tasks. Due to the high cost of collecting a large amount of real data, approaches
have been proposed to use simulated data for cheaper solutions where promising results have
been obtained.
Reinforcement learning, which has been studied for more than three decades, is a good
option for learning skills through trial and error. Its effectiveness has been demonstrated in a
large number of simulated or real-world tasks. In recent years, the combination of RL with DL
(DRL) have shown impressive results in many tasks such as Atari game play and continuous
control tasks. Unfortunately, most DRL algorithms need huge amounts of data to obtain feasible
policies, which makes DRL too expensive or even impractical for robotic manipulation in the
real world. To reduce the cost, approaches have been proposed to make use of demonstrations
(LfD) to reduce the required amount of data. However, considering the cost and safety risk of
exploration in the real world, a cheaper and safer solution is conducting majority of the training
in simulation and then transferring to the real world, which is the focus of this thesis. Chapter 3
will evaluate the feasibility of DQNs [Mnih et al., 2015] for learning vision-based robotic planar
reaching in this manner. And Chapter 4 will study how to learn real-world visuo-motor policies
from simulation in a more effective way.
To better use existing knowledge for new tasks, various TL approaches have been proposed for different applications. In computer vision, aiming to eliminate the need to label
target data, unsupervised approaches are becoming more and more popular, such as adversarial
domain adaptation approaches which have been widely used in various classification tasks.
In DRL, progressive and modular approaches have been tried. Sim-to-real transfer of visuomotor policies were also studied in some existing works for robotic manipulation. However,
more investigations are necessary for cheaper and more general sim-to-real transfer solutions,
which is one objective of this thesis. Chapter 5 will investigate more label-efficient (cheaper)
ways of transferring visuo-motor policies from simulation to the real world, mainly considering
adversarial adaptation approaches such as ADDA [Tzeng et al., 2017] and DC [Tzeng et al.,
2015].

Chapter 3
Towards Vision-Based Deep Reinforcement
Learning for Robotic Motion Control

As introduced in Chapter 2, one typical example of DRL is the Deep Q Network (DQN), which,
after learning to play Atari 2600 games over 38 days, is able to match human performance when
playing the game [Mnih et al., 2013, 2015]. Inspired by the success of DQN, the first published
paper of this thesis evaluates the feasibility of DQNs for learning robotic skills. The evaluation
is done by using DQNs to learn a planar reaching task, an important part of general manipulation
tasks such as object picking.
To provide simulated environments for an agent to learn planar reaching, a 2D simulator
is developed, creating visual inputs with random noise, as shown in Figure 3.1. Based on the
simulator, a deep reinforcement learning system is developed for training and testing, as shown
in Figure 3.2.

Figure 3.1: Simulated visual inputs with different noise
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Figure 3.2: DQN-based learning system

(a) Real world experiment setup

(b) A sample input image

Figure 3.3: Testing scene and a sample input in the real world
Experiments in simulation show that the learning system is able to learn planar reaching with
a discrete action space, but with a low success rate (around 50%). However, an agent trained in
simulation failed to perform planar reaching in the real world with real cameras observing the
scene (Figure 3.3). Comparison results for the case with images synthesized according to real
robot states indicate that the failure comes from the difference between input images in real and
simulated environments.
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These are some first steps to explore the first research question “How can robots learn
feasible visuo-motor policies through trial and error (DRL) in simulation?”. In short, the
published paper [Zhang et al., 2015] makes the following primary contributions:
• Developing a DQN-based learning system for a robotic planar reaching task, which consists of three components: a 2D simulator, a DQN learner, and ROS-based interfaces to
enable operation on a Baxter robot;
• Training and evaluating agents in simulation with different settings, showing that DQNs
are feasible to learn planar reaching but with a still low performance;

• Evaluating the learned agents in real-world planar reaching experiments with a Baxter

robot using either real or synthetic images, showing that visuo-motor policies learned in
simulation do not transfer directly to the real world. The key learning is that the failure
mainly comes from the difference between simulated and real input images.

“Towards Vision-Based Deep Reinforcement Learning for Robotic Motion Control” was
published at the 2015 Australasian Conference on Robotics and Automation in Canberra, Australia. This paper has had 63 citations on Google Scholar (as of September 4, 2018).
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Abstract
This paper introduces a machine learning based
system for controlling a robotic manipulator
with visual perception only. The capability
to autonomously learn robot controllers solely
from raw-pixel images and without any prior
knowledge of configuration is shown for the first
time. We build upon the success of recent deep
reinforcement learning and develop a system
for learning target reaching with a three-joint
robot manipulator using external visual observation. A Deep Q Network (DQN) was demonstrated to perform target reaching after training in simulation. Transferring the network to
real hardware and real observation in a naive
approach failed, but experiments show that the
network works when replacing camera images
with synthetic images.

1

Introduction

Robots are widely used to complete various manipulation tasks in industrial manufacturing factories where
environments are relatively static and simple. However,
these operations are still challenging for robots in highly
dynamic and complex environments commonly encountered in everyday life. Nevertheless, humans are able to
manipulate in such highly dynamic and complex environments. We seem to be able to learn manipulation
skills by observing how others perform them (learning
from observation), as well as, master new skills through
trial and error (learning from exploration). Inspired by
this, we want robots to learn and master manipulation
skills in the same way.
To give robots the ability to learn from exploration, methods are required that are able to learn autonomously and which are flexible to a range of differing manipulation tasks. A promising candidate for autonomous learning in this regard is Deep Reinforcement
Learning (DRL), which combines reinforcement learning

Figure 1: Baxter’s arm being controlled by a trained
deep Q Network (DQN). Synthetic images (on the right)
are fed into the DQN to overcome some of the real-world
issues encountered, i.e., the differences between training
and testing settings.
and deep learning. One topical example of DRL is the
Deep Q Network (DQN), which, after learning to play
Atari 2600 games over 38 days, was able to match human
performance when playing the game [Mnih et al., 2013;
Mnih et al., 2015]. Despite their promise, applying
DQNs to "perfect" and relatively simple computer game
worlds is a far cry from deploying them in complex
robotic manipulation tasks, especially when factors such
as sensor noise and image offsets are considered.
This paper takes the first steps towards enabling
DQNs to be used for learning robotic manipulation. We
focus on learning these skills from visual observation of
the manipulator, without any prior knowledge of configuration or joint state. Towards this end, as first steps, we
assess the feasibility of using DQNs to perform a simple
target reaching task, an important component of general
manipulation tasks such as object picking. In particular,
we make the following contributions:
• We present a DQN-based learning system for a target reaching task. The system consists of three
components: a 2D robotic arm simulator for target
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reaching, a DQN learner, and ROS-based interfaces
to enable operation on a Baxter robot.
• We train agents in simulation and evaluate them in
both simulation and real-world target reaching experiments. The experiments in simulation are conducted with varying levels of noise, image offsets,
initial arm poses and link lengths, which are common concerns in robotic motion control and manipulation.
• We identify and discuss a number of issues and opportunities for future work towards enabling visionbased deep reinforcement learning in real-world
robotic manipulation.

2
2.1

Related Work
Vision-based Robotic Manipulation

Vision-based robotic manipulation is the process by
which robots use their manipulators (such as robotic
arms) to rearrange environments [Mason, 2001], based
on camera images. The early vision-based robotic manipulation was implemented using pose-based (position
and orientation) closed-loop control, where vision was
typically used to extract the pose of an object as an input for a manipulation controller at the beginning of a
task [Kragic and Christensen, 2002].
Most current vision-based robotic manipulation methods are closed-loop based on visual perception. A visionbased manipulation system was implemented on a Johns
Hopkins “Steady Hand Robot” for cooperative manipulation at millimeter to micrometer scales, using virtual
fixtures [Bettini et al., 2004]. With both monocular and
binocular vision cues, various closed-loop visual strategies were applied to enable robots to manipulate both
known and unknown objects [Kragic et al., 2005].
Also, various learning methods have been applied to
implement complex manipulation tasks in the real world.
With continuous hidden Markov models (HMMs), a humanoid robot was able to learn dual-arm manipulation
tasks from human demonstrations through vision [Asfour
et al., 2008]. However, most of these algorithms are for
specific tasks and need much prior knowledge. They are
not flexible for learning a range of different manipulation
tasks.

2.2

Reinforcement Learning in Robotics

Reinforcement Learning (RL) [Sutton and Barto, 1998;
Kormushev et al., 2013] has been applied in robotics, as
it promises a way to learn complex actions on complex
robotic systems by just providing informing the robot
whether its actions were successful (positive reward) or
not (negative reward). [Peters et al., 2003] reviewed
some of the RL concepts in terms of applicability to control complex humanoid robots and highlighting some of

the issues with greedy policy search and gradient based
methods. How to generate the right reward is an active topic of research. Intrinsic motivation and curiosity
have been shown to provide means to explore large state
spaces, such as the ones found on complex humanoids,
faster and more efficient [Frank et al., 2014].

2.3

Deep Visuomotor Policies

To enable robots to learn manipulation skills with little
prior knowledge, a convolutional neural network (CNN)
based policy representation architecture (deep visuomotor policies) and its guided policy search method
were introduced by Sergey et al. [Levine et al., 2015a;
Levine et al., 2015b]. The deep visuomotor policies map
joint angles and camera images directly to the joint
torques. Robot configurations are the only necessary
prior knowledge. The policy search method consists of
two phases, i.e., optimal control phase and supervised
learning phase. The training consists of three procedures, i.e., pose CNN training, trajectories pre-training,
and end-to-end training.
The deep visuomotor policies did enable robots to
learn manipulation skills with little prior knowledge
through supervised learning, but pre-collected datasets
were necessary. Human involvements in the datasets collection made this method less autonomous. Besides, the
training method specifically designed to speed up the
contact-rich manipulation learning made it less flexible
for other manipulation tasks.

2.4

Deep Q Network

The DQN, a topical example of DRL, satisfies both the
autonomy and flexibility requirements for learning from
exploration. It successfully learnt to play 49 different
Atari 2600 games, achieving a human-level of control
[Mnih et al., 2015]. The DQN used a deep convolutional
neural network (CNN) [Krizhevsky et al., 2012] to approximate a Q-value function. It maps raw pixel images directly to actions. No pre-input feature extraction
is needed. The only one thing is to let the algorithm
improve policies through playing games over and over
again. It learnt playing 49 different games, using the
same network architecture with no modification.
The DQN is defined by its inputs – raw pixels of game
video frames and received rewards – and outputs, i.e.,
the number of available actions in a game [Mnih et al.,
2015]. This number of actions is the only prior knowledge, which means no robot configuration information
is needed to the agent, when using the DQN for motion
control. However, in the DQN training process, the Atari
2600 game engine worked as a reward function, but for
robotic motion control, no such engine exists. To apply
it in robotic motion control, a reward function is needed
to assess trials. Besides, sensing noise and higher com-
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Figure 2: Schematic of the DQN layers for end-to-end learning and their respective outputs. Four input images are
reshaped (Rs) and then fed into the DQN network as grey-scale images (converted from RGB). The DQN, consists
of three convolutional layers with rectifier layers (Rf) after each, followed by a reshaping layer (Rs) and two fully
connected layers (again with a rectifier layer in between). The normalized outputs of each layer are visualized. (Note:
The outputs of the last four layers are shown as matrices instead of vectors.)
plexity and dynamics are inevitable issues for real-world
applications.

3

Problem Definition and System
Description

A common problem in robotic manipulation is to reach
for the object to be interacted with. This target reaching
task is defined as controlling a robot arm, such that its
end-effector is reaching a specific target configuration.
We are interested in the case in which a robot performs
the target reaching with visual perception only. To learn
such a task, we developed a system consisting of three
parts:
• a 2D simulator for robotic target reaching, creating
the visual inputs to the learner

Figure 3: System overview

• a deep reinforcement learning framework based on
the DQN implementation by Google Deepmind
[Mnih et al., 2015], and

When training or testing in simulation, the target
reaching simulator provides the reward value (R) and
image (I). R is used for training the network. The action
output (A) of the DQN is directly sent to the simulated
robotic arm.
When testing on a Baxter robot using camera images,
an external camera provides the input images (I). The
action output (A) of the DQN is implemented on the
robot controlled by ROS-based interfaces. The interfaces
control the robot by sending updated robot’s poses (q 0 ).

• a component of ROS-based interfaces to control a
Baxter robot according to the DQN outputs.

3.1

DQN-based Learning System

The DQN adopted here has the same architecture with
that for playing Atari games, which contains three convolutional layers and two fully connected layers [Mnih
et al., 2015]. Its implementation is based on the Google
Deepmind DQN code1 with minor modifications. Fig. 2
shows the architecture and examplary output of each
layer. The inputs of the DQN include rewards and images. Its output is the index of the action to take. The
DQN learns target reaching skills in the interactions with
the target reaching simulator. An overview of the system framework for both the learning in simulation and
testing on a real robot is shown in Fig. 3.
1

https://sites.google.com/a/deepmind.com/dqn/

3.2

Target Reaching Simulator

We simulate the reaching task to control a three-joint
robotic arm in 2D (Fig. 4). The simulator was implemented from scratch. In the implementation, no simulation platform was used. As shown in Fig. 4(a), the
robotic arm consists of four links and three joints, whose
configurations are consistent to the specifications of a
Baxter arm, including joints constraints. The blue spot
is the target to be reached. For a better visualization,
the position of the end-effector is marked with a red spot.
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Algorithm 1: Reward Function
input : Pt : the target 2D coordinates;
Pe : the end-effector 2D coordinates.
output: R: the reward for current state;
T : whether the game is terminal.
1
2
3
4
5
6
7

(a) Schematic diagram

(b) The robot simulator
during a successful reach

Figure 4: The 2D target reaching simulator, providing
visual inputs to the DQN learner. It was implemented
from scratch, no simulation platform was used.

8
9
10
11
12
13
14

The simulator can be controlled by sending specific commands to the individual joints “S1”, “E1” and “W1”. The
simulator screen resolution is 160 × 320.
The corresponding real scenario that the simulator
simulates is: with appropriate constant joint angles of
other joints on a Baxter arm, the arm moves in a vertical plane controlled by joints “S1”, “E1” and “W1”, and
a controller (game player) observes the arm through an
external camera placed directly aside it with a horizontal point of view. The three joints are in position control
mode. The background is white.
In the system, the 2D simulator is used as a target
reaching video game in connection with the DQN setup.
It provides raw pixel inputs to the network and has nine
options for action, i.e., three buttons for each joint: joint
angle increasing, decreasing and hold. The joint angle
increasing/decreasing step is constant at 0.02 rad. At
the beginning of each round, joints “S1”, “E1” and “W1”
will be set to a certain initial pose, such as [0.0, 0.0, 0.0]
rad; and the target will be randomly selected.
In the game playing, a reward value will be returned
for each button press. The reward value is determined
by a reward function introduced in Section 3.3. When
satisfying some conditions, the game will terminate. The
game terminal is determined by the reward function as
well. For a player, the goal is to get an as high as possible
accumulated reward before the game terminates. For
clarity, we name an entire trial from the start of the
game to its terminal as one round.

3.3

Reward Function

To keep consistent to the DQN setup, the reward function has two return values: one for the reward of each
action; the other shows whether the target reaching game
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Dis = ComputeDistance(Pt , Pe );
DisChange = Dis − P reviousDis;
if DisChange > 0 then
R = −1;
else if DisChange < 0 then
R = 1;
else
R = 0;
end
Racc = Rt + Rt−1 + Rt−2 ;
if Racc < −1 then
T = T rue;
else
T = F alse;
end

is terminal. Its algorithm is shown in Algorithm 1. The
reward of each action is determined according to the distance change between the end-effector and the target. If
the distance gets closer, the reward function returns 1; if
gets further, returns -1; otherwise returns 0. If the sum
of the latest three rewards is smaller than -1, the game
terminates. This reward function was designed as a first
step, more study is necessary to get an optimal reward
function.

4

Experiments and Results

To evaluate the feasibility of the DQN-based system in
learning performing target reaching, we did some experiments in both simulation and real-world scenarios. The
experiments consist of three phases: training in simulation, testing in simulation, and testing in the real world.

4.1

Training in Simulation Scenarios

To evaluate the capability of the DQN to adapt to some
noise commonly concerned in robotic manipulation, we
trained several agents with different simulator settings.
The different settings include sensing noise, image offsets, variations in initial arm pose and link length. The
setting details for training the five agents are shown in
Table 1. Their screenshots are shown in Fig. 5, respectively.
Agent A was trained in Setting A where the 2D robotic
arm was initialized to the same pose ([0.0, 0.0, 0.0] rad)
at the beginning of each round. There was no image
noise in Setting A. To simulate camera sensing noise,
random noise was added in Setting B, on the basis of
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(a) Settings A: simula- (b) Setting B: simula- (c) Setting C: Setting B (d) Setting D: Setting C (e) Setting E: Setting D
tion images
tion images + noise
+ random initial pose + random image offset + random link length

Table 1: Agents and training settings
Agent
A
B
C
D
E

Simulator Settings
constant initial pose
Setting A + random image noise
Setting B + random initial pose
Setting C + random image offset
Setting D + random link length

Setting A. The random noise was with a uniform distribution with a scale between -0.1 and 0.1 (for float pixel
values).
In Setting C, in addition to random image noise, the
initial arm pose was randomly selected. In the training of
Agent D, random image offsets were added on the basis
of Setting C. The offset ranges in u and v directions
were respectively [-23, 7] and [-40, 20] in pixel. Agent
E was trained with dynamic arm link lengths. The link
length variation ratio was [-4.2, 12.5]% with respect to
the link length settings in the previous four settings. The
image offsets and link lengths were randomly selected
at the beginning of each round, and stayed unchanged
in the entire round (not vary at each frame). All the
parameters for noisy factors were empirically selected as
a first step.
All the agents were trained using more than 4 million
steps within 160 hours. Due to the difference in setting
complexity, the time-cost for the simulator to update
each game video frame varies in five different settings.
Therefore, within 160 hours, the exact numbers of used
training steps for the five agents are different. They are
6.475, 6.275, 5.225, 4.75 and 6.35 million, respectively.
The action Q-value converging curves are shown in
Fig. 6. The Q-value curves are respect to training
epochs. Each epoch contains 50,000 training steps. Fig.

Average Maximum Action Q-Value

Figure 5: Screenshots highlighting the different training scenarios for the agents.
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Figure 6: Action Q-value converging curves. Each epoch
contains 50,000 training steps. The average maximum
action Q-values are the average of the estimated maximum Q-values for all states in a validation set. The
validation set has 500 frames.
6 shows the converging case before 80 epochs, i.e., 4 million training steps. The average maximum action Qvalues are the average of the estimated maximum Qvalues for all states in a validation set. The validation
set was randomly selected at the beginning of each training.
From Fig. 6, we can observe that all the five agents
converge towards to a certain Q-value state, although
their values are different. One thing we have to emphasize is this converging is just for average maximum action
Q-values. A high value might but not necessarily indicate a high performance of an agent in performing target
reaching, since this value cannot completely indicate the
target reaching performance.

4.2

Testing in Simulation Scenarios

We tested the five agents in simulation scenarios with
the 2D simulator. Each agent was tested in all those
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five settings in Table 1. Each test took 200 rounds, i.e.,
terminated 200 times. More testing rounds can make the
testing results closer to the ground truth, but need too
much time.
In the testing, task success rates were evaluated. In
the computation of success rates, it is regarded as a success when the end-effector gets into a completion area
with a radius of 16 cm around a target, as shown in the
grey circle in Fig. 4(a), which is twice size of the target
circle. The radius of 16 cm is equivalent to 15 pixels in
the simulator screen. However, for the DQN, this completion area is a ellipse (a=8 pixels, b=4 pixels), since
the simulator screen will be resized from 160 × 320 to
84 × 84 before being input to the learning core.
Table 2 shows the success rates of different agents
in different settings after 3 million training steps (60
epochs). The data in the diagonal (with a cell color
of gray) shows the success rate of each agent tested with
the same setting in which it trained, i.e., Agent A was
tested in Setting A.
We also did some experiments for agents from different training steps. Table 3 shows the success rates of
different agents after some certain training steps. The
success rates of each agent were tested with the same
simulator setting in which it was trained, i.e., the case
in the diagonal of Table 2. In Table 3, “f” indicates the
final number of steps used for training each agent in 160
hours, as mentioned in Section 4.1.
What we will discuss regarding the data in Table 2
and 3 is based on the assumption that some outliers
of some conclusions appeared accidentally due to the
limited number of testing rounds. Although 200 testing rounds are already able to extract data changing
trends in success rates, they are insufficient to extract
the ground truth. Some minor success rate distortions
happen occasionally. To make the conclusions more convincing, more study is necessary.
From Table 2, we can find that Agent A and B can
both adapt to Setting A and B, but can not adapt to the
other three settings. This shows that these two agents
are robust to random image noise, but not robust to dynamic arm initial pose and link length, and image offsets.
The random image noise is not a key feature in these two
agents.
In addition, other than the settings in which they are
trained, Agent C, D and E can also achieve relatively
high success rates in the settings with fewer noisy factors
than their training settings. This indicates that agents
trained with more noisy factors can adapt to settings
with fewer noisy factors.
In Table 3, we can find that the success rate of each
agent normally goes up after more training steps. This
shows that, in the training process, all the five agents can
learn to adapt to the noisy factors presented in their set-

Table 2: Success rates (%) in different settings
Agent
A
B
C
D
E

A

B

Setting
C

D

E

51.0
50.5
32.0
13.5
13.0

53.0
49.5
34.5
16.5
16.5

14.0
11.0
36.0
22.0
20.0

8.5
8.0
22.5
19.5
16.5

8.5
10.0
14.0
15.0
19.0

Table 3: Success rates (%) after different training steps
Agent/Setting
A
B
C
D
E

1

Training Steps / million
2
3
4
f

36.0
58.0
30.5
16.5
13.0

43.0
55.5
33.0
17.5
18.5

51.0
49.5
36.0
19.5
19.0

36.0
51.5
48.0
26.5
23.0

36.5
13.5
13.5
14.0
27.0

tings. However, some goes down after a certain training
step, e.g., the success rate of Agent A goes down after 4
million training steps. Theoretically, with a appropriate
reward function, the DQN should perform better and
better, and the success rates should go up iteratively.
The going down case was quite possibly caused by the
reward function, which has the possibility to guide the
agent to a wrong direction. For the case in this paper, the evaluation is based on success rates, but the
reward function is based on distance changes. The relation between success rates and distance changes is indirect. This indirect relation provides the incorrect guidance possibility. This should be considered carefully in
future work.
Table 3 also shows that the success rate of the agent
trained in a more complicated setting is normally smaller
than that in a simpler setting, and needs more training
time to get to a same level of success rate. For example,
the success rate of Agent E is smaller than that of Agent
D in each training episode, but is close to that of Agent
D in a latter training episode.
In general, no matter whether the discussion assumption holds or not, the data in Table 2 and 3 at least shows
that the DQN has the capability to adapt to these noisy
factors, and is feasible to learn performing target reaching from exploration in simulation. However, more study
is necessary to increase the success rates.

4.3

Real World Experiment Using Camera
Images

To check the feasibility of trained agents in the real
world, we did a target reaching experiment in real sce-
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ing target reaching. There were some kind of mapping
distortions between real and simulation scenarios. The
distortions might be caused by the differences between
real-scenario and simulation-scenario images.

4.4

(a) Real world experiment using (b) A sample input imcamera images
age

Figure 7: Testing scene and a sample input of the real
world experiment using camera images. In the testing
scene, a Baxter arm moved on a vertical plane with a
white background. To guarantee that images input to
the DQN have an as consistent as possible appearance
to those in simulation scenarios, camera images were
cropped and masked with a boundary. The boundary
is from the background of a simulator screenshot.
narios using camera images, i.e., the second phase mentioned in Section 3.1. In this experiment, we used Agent
B trained with 3 million steps, which has relatively high
success rates for both Setting A and B in the testing in
simulation.
The experiment settings were arranged to the case
that the 2D simulator simulated, i.e., a Baxter arm
moved on a vertical plane with a white background. A
grey-scale camera was placed in front of the arm, observing the arm with a horizontal view of point (for the DQN,
the grey-scale camera is the same with a color camera,
since even the images from Atari games and the 2D target reaching simulator are RGB-color images, they are
converted to grey-scale images prior to being input to
the network). The background was a white sheet. The
testing scene and a sample input to the DQN are shown
in Fig. 7(a) and 7(b), respectively.
In the experiment, to make the agent work in the real
world, we tried to match the arm position (in images)
in real scenarios to that in simulation scenarios. The
position adjustment was made through changing camera
pose and image cropping parameters. However, no matter how we adjusted, it did not reach the target. The
success rate is 0.
Other than the success rate, we also got a qualitative
result: Agent B mapped specific input images to certain
actions, but the mapping was ineffective for perform-

Real World Experiment Using
Synthetic Images

To verify the analysis regarding the reason why Agent
B failed to perform target reaching, we did another real
world experiment using synthetic images instead of camera images. In the experiment, the synthetic images were
generated by the 2D simulator according to real-time
joint angles (“S1”, “E1” and “W1”) on a Baxter robot.
The real-time joint angles were provided by the ROSbased interfaces. In this case, there was no difference between real-scenario and simulation-scenario images. All
other settings were the same with those in Section 4.3,
as shown in Fig. 1.
In this experiment, we used the same agent that was
used in Section 4.3, i.e., Agent B trained with 3 million
steps. It achieved a consistent success rate with that in
the simulation-scenario testing.
According to the results, we can conclude that the reason why Agent B failed in completing the target reaching task with camera images is the existence of input
image differences. These differences might come from
camera pose variations, color and shape distortions, or
some other factors. More study is necessary to exactly
figure out where the differences came from.

5

Conclusion and Discussion

The DQN-based system is feasible to learn performing
target reaching from exploration in simulation, using
only visual observation with no prior knowledge. However, the agent (Agent B) trained in simulation scenarios
failed to perform target reaching in the real world experiment using camera images as inputs. Instead, in the real
world experiment using synthetic images as inputs, the
agent got a consistent success rate with that in simulation. These two different results show that the failure
in the real world experiment with camera images was
caused by the input image differences between real and
simulation scenarios. To determine the causes of these
more work is required.
In the future, we are looking at either decreasing the
image differences or making agents robust to these differences. Decreasing the differences is a trade-off between
making the simulator more consistent to real scenarios
and preprocessing input images to make them more consistent to those in simulation scenarios. If choose to increase the fidelity of the simulator, it will most likely
result in a slow-down of the simulation, increasing training time.
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Regarding making agents robust to the differences,
there are four possible methods: adding variations of
the factors causing the image differences into simulation
scenarios when training, adding a fine-tuning process in
real scenarios after the training in simulation scenarios,
training in real scenarios directly, and designing a new
DRL architecture (still can be a DQN) which is robust
to the image differences.
In addition to solving the problem of image differences,
more study is necessary in the design of reward function.
A good reward function is the key to get effective motion
control or even manipulation skills and also speed up the
learning process. The reward function used in this work
is just a first step. It is far less than enough to be a
good reward function. Other than the effectiveness and
efficiency concerns, a good reward function needs also to
be flexible to a range of general purpose motion control
or even manipulation tasks.
Besides, the visual perception in this work is from an
external monocular camera. An on-robot stereo camera
or RGBD sensor can be a more effective and practical
solution for applications in the 3D real world. The joint
control mode in this work is position control, some other
control modes like speed control and torque control are
more common and appropriate for dynamic motion control and manipulation in real-world applications.
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Chapter 4
Modular Deep Q Networks for Sim-to-real
Transfer of Visuo-motor Policies

This chapter mainly explores the second research question “How can the policies learned in
simulation be effectively transferred to the real world?”. The study in Chapter 3 shows that
visuo-motor policies learned in simulation are quite brittle when dealing with real cameras
observing real scenes due to the differences between simulated and real images. Following
this observation, two published papers [Zhang et al., 2017a,b] are included in this chapter to
investigate transferring visuo-motor policies from simulation to the real world in a feasible way
for reinforcement learning.
To make the transfer of visuo-motor policies more feasible for reinforcement learning, we
propose to separate the DQN into perception and control modules connected by a bottleneck
layer (modular DQN), as shown in Figure 4.1. By introducing the modular structure, the visuomotor policies can be easily transferred to real environments by adapting the perception module
using a small number of labelled real images. However, the separation of perception and control
also limits the coordination between the two modules. Therefore, an additional end-to-end
fine-tuning approach is introduced to improve hand-eye coordination in modular visuo-motor
policies using weighted losses.
Apart from the transfer from simulation to the real world, we also further explore the first
research question “How can robots learn feasible visuo-motor policies through trial and error
(DRL) in simulation?” by designing a more appropriate reward function and making use of
a kinematics-based controller to guide the policy search (K-GPS) for faster convergence and
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A

B

Figure 4.1: Sim-to-real visuo-motor policy transfer using a modular DQN

Figure 4.2: Learning curves for K-GPS and ε-Greedy
better reaching performance. Experimental results show that K-GPS makes the learning much
faster than ε-Greedy (Figure 4.2), and dramatically improves the 3 DoF reaching success rate
from 50.25% to 98.50%.
With the modular DQN and K-GPS, an agent is able to learn planar reaching in simulation
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Figure 4.3: Experiment setup in the real world

Figure 4.4: Experiments in novel scenes (not seen in training)
and transfer to real-world setups (Figure 4.3) with a success rate above 98%, using 1418 labelled
real images. The end-to-end fine-tuning with weighted losses improves the reaching accuracy
by 21.7%, from 4.6 cm (1.9 pixels) to 3.6 cm (1.5 pixels). The transferred visuo-motor policies
are robust to novel cases (not seen in training) with a real target and part of the robot body being
occluded (Figure 4.4).
In short, the two published papers [Zhang et al., 2017a,b] in this chapter make the following
primary contributions:
• Proposing a modular deep reinforcement learning approach to efficiently learn and transfer visuo-motor policies from simulated to real environments, which is demonstrated to be

able to transfer visuo-motor policies for planar reaching with a small number of labelled
real images;
• Proposing a fine-tuning approach using weighted losses in an end-to-end manner to improve hand-eye coordination in modular visuo-motor policies, which is shown to be able
to significantly improve the planar reaching accuracy;
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• Introducing a new policy exploration method for Q-learning by using a kinematics-based
controller to guide policy search, which is demonstrated to be better than ε-Greedy in
planar reaching in terms of convergence speed and the effectiveness of learned policies.
“Modular Deep Q Networks for Sim-to-real Transfer of Visuo-motor Policies” was pub-

lished at the 2017 Australasian Conference on Robotics and Automation in Sydney, Australia
and was a “Best Paper Finalist”.
“Tuning Modular Networks with Weighted Losses for Hand-Eye Coordination” was published at the IEEE Conference on Computer Vision and Pattern Recognition Workshops in
Honolulu, Hawaii, USA as a peer reviewed paper in the Deep Learning for Robotic Vision
Workshop. This paper, which is a short version of the ACRA paper, was published before the
ACRA one.
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1

Introduction

The advent of large datasets and sophisticated machine
learning models, commonly referred to as deep learning, has in recent years created a trend away from handcrafted solutions towards more data-driven ones. Learning techniques have shown significant improvements in
robustness and performance [Krizhevsky et al., 2012],
particularly in the computer vision field. Traditionally robotic reaching approaches have been based on
crafted controllers that combine (heuristic) motion planners with the use of hand-crafted features to localize the
target visually. Recently learning approaches to tackle
this problem have been presented [Zhang et al., 2015;
Levine et al., 2016b; Bateux et al., 2017; Katyal et al.,
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While deep learning has had significant successes in computer vision thanks to the abundance of visual data, collecting sufficiently large
real-world datasets for robot learning can be
costly. To increase the practicality of these
techniques on real robots, we propose a modular deep reinforcement learning method capable
of transferring models trained in simulation to a
real-world robotic task. We introduce a bottleneck between perception and control, enabling
the networks to be trained independently, but
then merged and fine-tuned in an end-to-end
manner to further improve hand-eye coordination. On a canonical, planar visually-guided
robot reaching task a fine-tuned accuracy of
1.6 pixels is achieved, a significant improvement over naive transfer (17.5 pixels), showing
the potential for more complicated and broader
applications. Our method provides a technique
for more efficient learning and transfer of visuomotor policies for real robotic systems without relying entirely on large real-world robot
datasets.
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Figure 1: We present a technique for efficient learning
and transfer of visuo-motor policies for a planar reaching
task from simulated (A) to real environments (B) using
a modular deep Q network (C).
2017]. However a consistent issue faced by most approaches is the reliance on large amounts of data to
train these models. For example, Google researchers addressed this problem by developing an "arm farm" with
6 to 14 robots collecting data in parallel [Levine et al.,
2016b]. Generalization forms another challenge: many
current systems are brittle when learned models are applied to robotic configurations that differ from those used
in training. This leads to the question: is there a better
way to learn and transfer visuo-motor policies on robots
for tasks such as reaching?
Various approaches have been proposed to address
these problems in a robot learning context: (i) the use of
simulators, simulated and synthetic data [Bateux et al.,
2017; D’Innocente et al., 2017; Tobin et al., 2017; James
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et al., 2017]; (ii) methods that transfer the learned
models to real-world scenarios [Fitzgerald et al., 2015;
Tzeng et al., 2016]; (iii) directly learning real-world tasks
by collecting large amounts of data [Levine et al., 2016b;
Pinto and Gupta, 2016].
In this paper, we present a method that connects these
three, usually separately considered, approaches. Vision
and kinematics data is gathered in simulations (cheap)
to decrease the amount of real world collection necessary
(costly). The approach is capable of transferring the
learned models to real-world scenarios with a fraction
of the real-world data typically required for direct realworld learning approaches.
In particular, we propose a modular deep reinforcement learning approach – inspired by DQN for Atari
game playing [Mnih et al., 2015] – to efficiently learn and
transfer visuo-motor policies from simulated to real environments, and benchmark with a visually-guided planar
reaching task for a robotic arm (Figure 1). By introducing a modular approach, the perception skill and the
controller can be transferred individually to a robotic
platform, while retaining the ability to fine-tune them in
an end-to-end fashion to further improve hand-eye coordination on a real robot (in this research a Baxter).

2

Related Work

Data-driven learning approaches have become popular in
computer vision and are starting to replace hand-crafted
solutions also in robotic applications. Especially robotic
vision tasks – robotic tasks based directly on real image data – such as, navigation [Tai et al., 2016], object grasping and manipulation [Levine et al., 2016b;
Pinto and Gupta, 2016; Lenz et al., 2015] have seen
increased interest. The lack of large-scale real-world
datasets, which are expensive, slow to acquire and limit
the general applicability of the approach, has so far limited the broader application. Collecting the datasets
required for deep learning has been sped up by using
many robots operating in parallel [Levine et al., 2016b].
With over 800,000 grasp attempts recorded, a deep network was trained to predict the success probability of
a sequence of motions aiming at grasping on a 7 DoF
robotic manipulator with a 2-finger gripper. Combined
with a simple derivative-free optimization algorithm the
grasping system achieved a success rate of 80%. Another example of dataset collection for grasping is the
approach to self-supervised grasping learning in the real
world where force sensors were used to autonomously label samples [Pinto and Gupta, 2016]. After training with
50,000 real-world trials using a staged leaning method,
a deep convolutional neural network (CNN) achieved a
grasping success rate around 70%. These are impressive results but achieved at high cost in terms of dollars,
space and time.

DeepMind showed that a deep reinforcement learning
system is able to directly synthesize control actions for
computer games from vision data [Mnih et al., 2015].
While this result is an important and exciting breakthrough it does not transfer directly to real robots with
real cameras observing real scenes [Zhang et al., 2015].
In fact very modest image distortions in the simulation environment (small translations, Gaussian noise and
scaling of the RGB color channels) caused the performance of the system to fall dramatically. Introducing a real camera observing the game screen was even
worse [Tow et al., 2016].
There has been increasing interest to create robust
visuo-motor policies for robotic applications, especially
in reaching and grasping. Levine et al. introduced a
CNN-based policy representation architecture with an
added guided policy search (GPS) to learn visuo-motor
policies (from joint angles and camera images to joint
torques) [Levine et al., 2016a], which allow to reduce the
number of real world training by providing an oracle (or
expert’s initial condition to start learning). Impressive
results were achieved in complex tasks, such as hanging a
coat hanger, inserting a block into a toy, and tightening
a bottle cap. Recently it has been proposed to simulate
depth images to learn and then transfer grasping skills
to real-world robotic arms [Viereck et al., 2017], yet no
adaptation in the real-world has been performed.
Transfer learning attempts to develop methods to
transfer knowledge between different tasks [Taylor and
Stone, 2009; Pan and Yang, 2010]. To reduce the amount
of data collected in the real world (expensive), transferring skills from simulation to the real world is an attractive alternative. Progressive neural networks are leveraged to improve transfer and avoid catastrophic forgetting when learning complex sequences of tasks [Rusu
et al., 2017]. Their effectiveness has been validated
on reinforcement learning tasks, such as Atari and 3D
maze game playing. Modular reinforcement learning approaches have shown skill transfer capabilities in simulation [Devin et al., 2017]. However, methods for realworld robotic applications are still scarce and require
manually designed mapping information, e.g. similaritybased approach to skill transfer for robots [Fitzgerald et
al., 2015]. To reduce the number of real-world images required, a method of adapting visual representations from
simulated to real environments was proposed, achieving
a success rate of 79.2% in a “hook loop” task, with 10
times less real-world images [Tzeng et al., 2016].

3

Methodology

Reinforcement learning [Sutton and Barto, 1998a] has
been proposed for agents to learn novel behaviours. One
approach for learning from rewards is Q-learning [Sutton
and Barto, 1998b], which aims to obtain a policy π that
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maximizes the expectation of accumulated rewards by
approximating an optimal Q-value function
Q∗ (s, a) = max E
π

∞
hX
i=0

i

γ i rt+i |st = s, at = a, π ,

(1)

Modular Deep Q Networks

Our preliminary studies of deep visuo-motor policies indicate that the convolutional layers focus on perception, i.e., extracting useful information from visual inputs, while the fully connected (FC) layers perform
control [Zhang et al., 2017b]. To make the learning and transfer of perception and control more efficient, we propose to separate the DQN into perception and control modules connected by a bottleneck
layer (Figure 1C). The bottleneck forces the network to
learn a low-dimensional representation, not unlike Autoencoders [Hinton and Salakhutdinov, 2006]. The difference is that we explicitly equate the bottleneck layer
with the minimal scene configuration Θ whose meaning will be further introduced in Section 4. The values
in Θ are normalized to the interval [0, 1].
With the bottleneck, the perception module learns
how to estimate the scene configuration Θ̂ from a rawpixel image I; the control module learns to approximate
the optimal Q-value function as defined in Eq. 1, determining the most appropriate action a∗ given the scene
configuration Θ, i.e., a∗ = max Q(Θ, a).
a

To further improve the performance of a combined
network (perception + control), a weighted end-to-end
fine-tuning method is proposed, since experimental results show that a naive end-to-end fine-tuning using a
straight-forward loss function does not work well for performance improvement (Section 5.3).

3.2

m

Lp =

where rt is the reward at each time step t, when following a behaviour policy π = P (a|s) that determines
which action a to take in each state s. γ is a discount
factor applied to future rewards. A deep neural network
was introduced to approximate the Q-value function,
named Deep Q Network (DQN) [Mnih et al., 2015]. The
state can therefore be represented by a high-dimensional
raw-pixel image, since latent state features can be extracted by the convolutional layers [Krizhevsky et al.,
2012]. However, learned visuo-motor policies with highlevel (raw pixel) input do not transfer directly from simulated to real robots [Zhang et al., 2015].

3.1

with the quadratic loss function

Training Method

Perception
The perception network is trained using supervised
learning – first conducted in simulation, then fine-tuned
with a small number of real samples for skill transfer –

1 X
y(I j ) − Θj
2m j=1

2

,

(2)

where y(I j ) is the prediction of Θj for I j ; m is the number of samples.
Control
The control network is trained using Q-learning, where
weights are updated using the Bellman equation which
is equivalent to the loss function
m

Lq =

1 X
Q(Θjt+1 , ajt+1 ))
Q(Θjt , ajt ) − (rtj + γ max
2m j=1
ajt+1

2

(3)
where Q(Θjt , ajt ) is the Q-value function; γ is the discount factor applied to future rewards.
End-to-end fine-tuning using weighted losses
Aiming for a better hand-eye coordination, an end-toend fine-tuning is conducted for a combined network
(perception + control) after their separate training, using weighted task (Lq ) and perception (Lp ) losses. Here
for end-to-end fine-tuning, Θj is replaced with I j in
Lq (Eq. 3). The control network is updated using only
Lq , while the perception network is updated using the
weighted loss
L = βLp + (1 − β)LBN
q ,

(4)

where LBN
is a pseudo-loss which reflects the loss of Lq
q
in the bottleneck (BN); β ∈ [0, 1] is a balancing weight.
From the backpropagation algorithm [LeCun, 1988], we
, where δL is the
can infer that δL = βδLp + (1 − β)δLBN
q
are
the gradients
gradients resulted by L; δLp and δLBN
q
BN
resulting respectively from Lp and Lq (equivalent to
that resulting from Lq in the perception module).

4

Benchmark: Robotic Reaching

We use the canonical planar reaching task in [Zhang et
al., 2015] as a benchmark to evaluate the feasibility of
the modular DQN and its training method. The task is
defined as controlling a robot arm so that its end-effector
position x in operational space moves to the position of
a target x∗ ∈ Rm . The robot’s joint configuration is
represented by its joint angles q ∈ Rn . The two spaces
are related by the forward kinematics, i.e., x = K(q).
The reaching controller adjusts the robot configuration
to minimize the error between the robot’s current and
target position, i.e., kx − x∗ k. In this task, we use the
target position x∗ and arm configuration q to represent
the scene configuration Θ. The physical meaning of Θ
guarantees the convenience of collecting labelled training

,
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configuration Θ, its outputs are the Q-value estimates
for each of the 9 possible actions.
Networks with a first convolutional layer initialized
with weights from pre-trained GoogLeNet [Szegedy et
al., 2015] (on ImageNet data [Deng et al., 2009]) were
observed to converge faster and achieve higher accuracy.
As GoogLeNet has three input channels (RGB) compared to our single (grey) channel network a weight conversion, based on standard RGB to grey-scale mapping,
is necessary in the first convolutional layer initialization.
The other parts of the networks are initialized with random weights.
Figure 2: A webcam is used to observe the scene, providing visual inputs.
data, as it can directly be measured. We consider a
robotic arm (Figure 1) with 3 degrees of freedom (DoF),
i.e., q ∈ R3 steering its end-effector position in the plane
i.e., x ∈ R2 – ignoring orientation.

Task setup
The real-world task employs a Baxter robot’s left arm
(Figure 1B) to reach (in a vertical plane) for an arbitrarily placed blue target using vision. We control only
three joints, keeping the others fixed. At each time step
one of 9 possible actions a ∈ a is chosen to change the
robot configuration, 3 per joint: increasing or decreasing
by a constant amount (0.04 rad) or leaving it unchanged.
A monocular webcam is placed on a tripod to observe
the scene, providing raw-pixel image inputs (Figure 2).
Simulator
A simple simulator was created that, given a scene configuration Θ = [x∗ q] ∈ R5 , generates the corresponding
image. It creates images using a simplistic representation of a Baxter arm (in configuration q) and the target
(at location x∗ ) represented by a blue disc with a radius
of 3.8 pixels (9 cm) in the image (Figure 1A). A reach
is deemed successful if the robot reaches and keeps its
end-effector within 7 pixels (16 cm) of the target’s centre
for four consecutive actions. Experimental results show
that although the simulator is low-fidelity, and therefore
cheap and fast for data collection, reaching skills can be
learned and transferred to the real robot.
Network architecture
The perception network for the task has an architecture
as shown in Figure 1C, which consists of 3 convolutional
and 1 fully-connected (FC) layer. Images from the simulator or the webcam (RGB, cropped to 160 × 210) are
converted to grey-scale and downsized to 84 × 84 as inputs to the network.
The control network consists of 3 fully-connected layers, with 400 and 300 units in the two hidden layers
(Figure 1C). Input to the control network is the scene

Reward
The reward r for Q learning is determined by the Euclidean distance d = kx − x∗ k between the end-effector
and the target disc’s centre


λ(δ/d − 1), if d > δ
r = 0,
(5)
if d 6 δ, n < N


1,
if d 6 δ, n > N

where δ is a threshold for reaching a target (δ = 0.05m);
λ is a constant discount factor (λ = 10−3 ); n represents the times of d is consecutively smaller than δ and
N = 4 is a threshold that determines task completion.
This reward function will yield negative rewards until
getting close enough to the target. This helps to take
into account temporal costs during policy search, i.e.,
fewer steps are better. By giving positive rewards only
when d is smaller than the threshold δ for more than
N consecutive times, the reward function will guide a
learner to converge to a target rather than just pass
through it. This reward function proves successful for
learning planar reaching, but we do not claim optimality. Designing a good reward function is an active topic
in reinforcement learning.
Guiding Q learning with K-GPS
In Q-learning, the ε-Greedy method is frequently used
for policy search. However, our experiments show that
ε-Greedy works poorly for the planar reaching task when
using multiple DoF (Section 5.2). Therefore, we introduce a kinematics-based controller to guide the policy search (K-GPS), i.e., guide the learning of the operational space controller with a joint-space controller,
which selects actions by
arg min
a

a[q] − K−1 (x∗ ) ,

(6)

where a[] is an operator that returns an updated arm
configuration when executing an action, and K−1 (·) is
the inverse kinematic function.
Algorithm 1 shows the DQN with K-GPS. A replay
memory D is used to store samples of (Θt , at , rt , Θt+1 ).
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Algorithm 1: DQN with K-GPS
1
2
3
4
5
6
7

8
9

Initialize replay memory D
Initialize Q-function Q(Θ, a) with random weights
for iteration=1,K do
if previous trial finished then
Start a new trial:
Randomly generate configurations q and q∗
Compute the end-effector position
x∗ = K(q∗ )
end
if rand(0,1) < ε then at = arg min ka[q] − q∗ k

12
13
14
15

160×210
C

640×480

84×84

a

else at = arg max Q(Θt , a)

10
11

B

A

a

Execute at and observe rt and Θt+1
Add the new sample (Θt , at , rt , Θt+1 ) into D
Sample a random mini-batch from D
Update (Q(Θ, a)) using the mini-batch
end

At the beginning of each trial, the arm’s starting configuration and target position are randomly generated. To
guarantee a random target position x∗ is reachable by
the arm, we first randomly select an arm configuration
q∗ , then use the position of its end-effector as the target position. q∗ (= K−1 (x∗ )) is also used as the desired
configuration to guide the policy search. In each iteration, the action will be selected either by the kinematic
controller (with probability ε) or by the control network.
During training, ε decreases linearly from 1 to 0.1, i.e.,
the guidance gets weaker in the process. The newly observed sample (Θt , at , rt , Θt+1 ) is added to D before the
network is updated using a mini-batch randomly selected
from D.

5

Experiments and Results

Perception and control networks were first trained and
evaluated independently under various conditions for the
benchmark reaching task. Then comparisons were made
for different combined (end-to-end) networks, such as
naively combined vs fine-tuned networks. Evaluations
were conducted in both simulated and real scenarios: a
Baxter robot arm reaching observed by a camera.

5.1

Assessing Robot Perception

To understand the effect of adapting perception with real
images, we trained six networks for the planar reaching
task with different training data as shown in Table 1.
SIM was trained from scratch purely in simulation; RW
was trained from scratch using real images; P25–100
were trained by adapting SIM with different percentages
of real images found in the mini-batches.
1418 images were collected on the real robot together
with their ground-truth scene configuration for use in

Figure 3: An image from a webcam (A) is first cropped
and scaled to match the simulator size, a virtual target
is also added (B). Like the simulated images, it is then
converted to grey-scale and scaled to 84 × 84 (C).
training and adaptation. During image collection, the
robot was moved to fixed arm configurations uniformly
distributed in the joint space. The target (blue disc)
is rendered into the image at a random position to create a large number of training samples. Figure 3 shows
a typical scene during data capture and a final dataset
image after scaling, cropping and target addition. To
increase the robustness of the trained network the image dataset was augmented by applying transformations
to the original images (rotation, translation, noise, and
brightness).
In both training and adaptation, RmsProp [Tieleman
and Hinton, 2012] was adopted using a mini-batch size
of 128 and a learning rate between 0.1 and 0.01. The
networks trained from scratch converged after 4 million
update steps (~6 days on a Tesla K40 GPU). In contrast,
those adapted from SIM converged after only 2 million
update steps.
Performance was evaluated using perception error, defined as the Euclidean norm between the predicted and
b − Θ∗ . We
ground-truth scene configuration e = Θ
compared three different scenarios:
[Sim] 400 simulator images, uniformly distributed in the
scene configuration space
[Real] 400 images collected using the real robot but
withheld during training
[Live] 40 different scene configurations during live trials
on Baxter
Results are listed in Table 1 with mean eµ and standard deviation eσ of e. As expected, the perception
network performed well in the scenarios in which they
were trained or adapted but poorly otherwise. The network trained with only simulated images (SIM) had a
small error in simulation but very poor performance in
real scenarios (Real and Live). Similarly, the network
trained (RW) or adapted (P100) with only real images

50

CHAPTER 4. MODULAR DEEP Q NETWORKS

Table 1: Perception Networks, Conditions and Error Reported
Sim

Nets

Training Conditions

SIM
RW
P25
P50
P75
P100

Train from scratch, simulated images
Train from scratch, real images
Adapt SIM, 25% real, 75% simulated images
Adapt SIM, 50% real, 50% simulated images
Adapt SIM, 75% real, 25% simulated images
Adapt SIM, 100% real images

1.0

0.8

Simulation

e =kbµ¡µ¤ k

Live on Baxter
0.6

0.4

0.2

0.0

P25

P50
P75
Perception Modules

P100

Figure 4: Distance errors for networks P25 to P100
in simulation (blue) and during live trials on Baxter
(green). The circles and diamonds represent outliers.
performed fine in real scenarios but poorly in simulation. In contrast, the networks adapted with a mixture
of simulated and real images coped with all scenarios.
Results for P25 to P100 show that the fraction of real
images in a mini-batch is important for balancing real
and simulated environment performance (Figure 4). The
more real images presented during training the smaller
the real world experiment error became – similarly for
simulation. In particular, P25 had the smallest mean
error eµ in simulation and P100 the smallest eµ for real
world and live scenarios. However, when balancing eµ
and eσ , P75 had the best performance when tested live
on Baxter: it had a smaller eσ and only slightly larger
eµ compared to P100.
Comparing the performance in simulation we see that
the network adapted with no simulated images (P100
in Figure 4) resulted in a much larger error than SIM.
This indicates that the presence of simulated images in
adaptation prevents a network from forgetting the skills
learned. We also observe that, a network adapted using
only real images (P100) had a smaller error than one
trained from scratch (RW). This shows that adaptation
from a pre-trained network leads to better performance

eµ
0.013
0.537
0.012
0.013
0.015
0.498

eσ
0.009
0.191
0.008
0.008
0.010
0.162

Real
eµ
13.92
0.023
0.025
0.024
0.021
0.019

eσ
0.877
0.046
0.044
0.045
0.046
0.049

Live
eµ
13.53
0.308
0.219
0.192
0.135
0.133

eσ
1.436
0.138
0.091
0.109
0.123
0.153

as well as reduces the training time.
For all networks except SIM, errors in live trials on
Baxter were slightly larger than that for the real world
testing set, although the collected real world dataset was
augmented with translations and rotations in training.
This indicates a high sensitivity of the perception networks to variations in camera pose (between capture of
the training/testing images and the live trials). To further test this indication we trained some perception networks without data augmentation, which resulted in significantly poorer performance during live trials.
To check sensible network behaviour, we investigated
the perception networks behaviour when no target was
present. All trained networks output incorrect constant
values (with small variance) for the target position prediction. When images with two targets were presented
to the networks, a random mixture of the two target
positions were output. However in both cases, joint angles were estimated accurately. When part of the robot
body or arm was occluded, as shown in Figure 6, the arm
configurations were still estimated well, although with a
slightly greater error in most cases.

5.2

Assessing Robot Control

We trained 6 control networks in simulation for the planar reaching task with varying degrees of freedom using
ε-Greedy or K-GPS policy search. In the 1 DoF case,
only q2 was active; 2 DoF uses q2 and q3 ; while 3 DoF
controls all three joints. In training, we used a learning
rate between 0.1 and 0.01, and a mini-batch size of 64.
The ε probability decreased from 1 to 0.1 within 1 million training steps for 1 DoF reaching, 2 million steps
for 2 DoF, and 3 million steps for 3 DoF. ε-Greedy and
K-GPS used the same ε.
Figure 5 shows the learning curves indicating the success rate of a network after a certain number of training
steps. For each data point 200 reaching tests were performed using the criteria introduced in Section 4. The
target positions and initial arm configurations were uniformly distributed in the scene configuration space.
For 1 DoF reaching, networks trained using K-GPS
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Table 2: Performance of ε-Greedy and K-GPS
DoF
1
2
3

dmed [cm]
ε-Greedy K-GPS
1.0
0.7
4.9
2.8
14.5
3.4

dQ3 [cm]
ε-Greedy K-GPS
2.3
1.1
9.0
3.7
28.5
4.3

α [%]
ε-Greedy K-GPS
100.00
100.00
83.75
99.50
50.25
98.50

we also tested several other control network architectures, varying the number of hidden layers and the number of units in each layer. Qualitative results show that
a network with only one hidden layer was enough for
1 DoF reaching but insufficient for 2 and 3 DoF cases.
The number of units in each layer also influenced the performance. Our proposed architecture worked best for 3
DoF reaching; at least two hidden layers with 200 and
150 units were needed.

5.3

Figure 5: Learning curves showing that K-GPS converges faster than ε-Greedy.
and ε-Greedy both converged to a success rate of 100%
after around 1 million steps (4 hrs on one 2.66GHz 64bit
Intel Xeon processor core). For the 2 DoF case, K-GPS
and ε-Greedy converged to around 100% and 80% and
took 2 million (8 hrs) and 4 million (16 hrs) steps respectively. For 3 DoF reaching, they converged to about
100% and 40% after 4 million and 6 million (24 hrs) steps
respectively. The results show that K-GPS was feasible
for all degrees of freedom, while ε-Greedy worked appropriately only in 1 DoF reaching and degraded as the
number of DoF increased.
For a more detailed comparison, we further analyzed
the error distance d – the Euclidean distance between
the end-effector and target – reached by a converged
network. 400 reaching tests were performed for each
network in simulation. The results are sumarized in Table 2 which shows that K-GPS achieved smaller error
distances for both median dmed and third quartile dQ3
than ε-Greedy in all DoF cases.
To evaluate the performance of a control network in
real scenarios, a K-GPS trained network (3 DoF) was
directly transferred on Baxter. In the test, joint angles
were taken from the robot’s encoders and the target position was set externally. It achieved a median distance
error of 1.3 pixels (3.2 cm) in 20 consecutive reaching trials (CR in Table 3), indicating robustness to real-world
sensing noise.
In addition to the proposed FC network architecture,

End-to-end Network Performance

We evaluated the end-to-end performance of combined
networks in both simulated and real-world scenarios using the metrics of Euclidean distance error d (between
the end-effector and target) and average accumulated reward R̄ (a bigger accumulated reward means a faster and
closer reaching to a target) in 400 simulated trials or 20
real trials. When testing in real scenarios, virtual targets
were rendered into the image stream from the camera for
repeatability and simplicity.
For comparison, we evaluated three networks end-toend: EE1, EE2 and EE2-FT. EE1 is a combined network comprising SIM and CR; EE2 consists of P75 and
CR; EE2-FT is EE2 after end-to-end fine-tuning using
weighted losses. P75 and CR are the perception and
control modules selected in Section 5.1 and Section 5.2,
which have the best performance individually.
The end-to-end fine-tuning was mainly conducted in
simulation. In the fine-tuning, β = 0.8, we used a learning rate between 0.01 and 0.001, a mini-batch size of
64 and 256 for task and perception losses respectively,
and an exploration possibility of 0.1 for K-GPS. These
parameters were empirically selected. To prevent the
perception module from forgetting the skills for real scenarios, the 1418 real samples were also used to obtain
δLp . Similar to P75, 75% samples in a mini-batch for
δLp were from real scenarios, i.e., at each weight updating step, 192 real and 64 simulated samples were used.
The error distances in cm and pixels (in the 84 ×
84 image) are compared. Results are listed in Table 3,
where dmed and dQ3 are the median and third quartile of
d. The CR network, where perfect perception is assumed
is added as baseline.
From the results in simulation, we can see that EE1
and EE2 have similar performance in all metrics. After
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Table 3: End-to-end Reaching Performance
Scenario

Nets
EE1 (SIM+CR)
EE2 (P75+CR)
EE2-FT
CR (Control Only Baseline)
EE1
EE2
EE2-FT
CR (Control Only Baseline)

Sim

Real

Occlusion

Occlusion

A

B

dmed
[cm] [pixels]
4.7
2.0
4.6
1.9
3.6
1.5
3.4
1.4
41.8
17.5
4.6
1.9
3.7
1.6
3.2
1.3

C

[cm]
6.7
6.2
4.8
4.3
80.2
6.2
5.2
4.3

dQ3
[pixels]
2.8
2.6
2.0
1.8
33.6
2.6
2.2
1.8

R̄
[\]
0.313
0.319
0.626
0.761
-0.050
0.219
0.628
0.781

Occlusion

D

E

Occlusion

Figure 6: Successful reaching with real targets (A) and occlusions (B-E) which were not present during training.
end-to-end fine-tuning, EE2-FT achieved a much better
performance (21.7% smaller dmed and 96.2% bigger R̄)
than EE2. The fine-tuned performance is very close to
that of the control module (CR) which controls the arm
using ground-truth Θ as sensing inputs. This indicates
the proposed fine-tuning approach significantly improved
the hand-eye coordination.
In the real world, as expected, EE1 worked poorly,
since the perception network had not experienced real
scenarios. In contrast, EE2 and EE2-FT worked well and
achieved comparable performance to that in simulation.
Note that due to the cost of real world experiments, only
20 trials each were run (compared to 400 in simulation).
Similar to the results in simulation, benefiting from the
end-to-end fine-tuning, EE2-FT achieved a smaller median distance error (3.7 cm, 1.6 pixels) than EE2. This
shows that the adaptation to real scenarios can be kept
by presenting (a mix of simulated and) real samples to
compute the perception loss. All networks (except EE1
in the real scenario) achieved a success rate between 98%
and 100%.
Apart from the weighted end-to-end fine-tuning approach, we also tried naively fine-tuning combined networks only using the task loss Lq . It did not work well
for performance improvement (making the performance
even worse), although many efforts were made in searching appropriate hyper-parameters.
To see the combined networks’ robustness to a real

target and occlusions, we tested EE2-FT in the setups
shown in Figure 6. In the case without occlusion (A),
real targets can be reached (although only virtual targets
were used for training). Occlusions had not been experienced by the network during training, yet we see that
in cases B, C and E, most targets can be reached but
with larger distance errors (about 2 times larger than in
case A). In case D, only a few targets could be reached
with a yet increased error across all cases, as shown in
the attached video1 .

6

Conclusion

In this paper, we demonstrated reliable vision-based planar reaching on a real robot using a modular deep Q
network (DQN), trained in simulation, with transference to a real robot utilizing only a small number of real
world images. The proposed end-to-end fine-tuning approach using weighted losses significantly improved the
hand-eye coordination of the naively combined network
(EE2). Through fine-tuning, its (EE2-FT) reaching accuracy was improved by 21.7%. This work has led to the
following observations:
Value of a modular structure and end-to-end
fine-tuning:
The significant performance improvement (hand-eye coordination) and relatively low real world data require1

https://goo.gl/vtLuVV
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ments show the feasibility of the modular structure and
end-to-end fine-tuning for low-cost transfer of visuomotor policies. Through fine-tuning with weighted
losses, a combined network comprising perception and
control modules trained independently can even achieve
performance very close to the control network alone (indicating the performance upper-limit). Scaling the proposed techniques to more complicated tasks and networks will likely be achievable with an appropriate scene
configuration representation.
Perception adaptation:
A small number of real-world images are sufficient to
adapt a pre-trained perception network from simulated
to real scenarios in the benchmark task, even with a
simulator of only modest visual fidelity. The percentage of real images in a mini-batch plays a role in balancing the performance in real and simulated environments. The presence of simulated images in fine-tuning
prevents a network from forgetting pre-mastered skills.
The adapted perception network also has some interesting robustness properties: it can still estimate the robot
configuration even in the presence of occlusions it has
not directly experienced or when there is/are zero or
multiple targets.
Control training with K-GPS:
With guidance from a kinematic controller K-GPS leads
to better policies (smaller error distance) in a shorter
time than ε-Greedy, producing a trained control network
that is robust to real-world sensing noise. However KGPS does assume that we already have some knowledge
of the task to learn, i.e., a model of the task.
We believe the architecture presented here: introducing a bottleneck between perception and control,
training networks independently then merging and finetuning, is a promising line of investigation for robotic
visual servoing and manipulation tasks. In current and
future work we are scaling up the complexity of the robot
tasks and further characterizing the performance of this
approach. Promising results have been obtained in tabletop object reaching in clutter using a 7 DoF robotic arm
in velocity control mode [Zhang et al., 2017a].
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Abstract





This paper introduces an end-to-end ﬁne-tuning method
to improve hand-eye coordination in modular deep visuomotor policies (modular networks) where each module is
trained independently. Beneﬁting from weighted losses, the
ﬁne-tuning method signiﬁcantly improves the performance
of the policies for a robotic planar reaching task.

1. Introduction

Figure 1. A technique to improve hand-eye coordination for better performance when transferring deep visuo-motor policies for a
planar reaching task from simulated (A) to real environments (B).

Recent work has demonstrated robotic tasks based directly on real image data using deep learning, for example
robotic grasping [2]. However these methods require largescale real-world datasets, which are expensive, slow to acquire and limit the general applicability of the approach.
To reduce the cost of real dataset collection, we used
simulation to learn robotic planar reaching skills using the
DeepMind DQN [3]. The DQN showed impressive results
in simulation, but exhibited brittleness when transferred to
a real robot and camera [4]. By introducing a bottleneck
to separate the DQN into perception and control modules
for independent training, the skills learned in simulation
(Fig. 1A) were easily adapted to real scenarios (Fig. 1B)
by using just 1418 real-world images [5].
However, there is still a performance drop compared
to the control module network with ideal perception. To
reduce the performance drop, we propose ﬁne-tuning the
combined network to improve hand-eye coordination. Preliminary studies show that a naive ﬁne-tuning using Qlearning does not give the desired result [5]. To tackle
the problem, we introduce a novel end-to-end ﬁne-tuning
method using weighted losses in this work, which signiﬁcantly improved the performance of the combined network.

64 lters

Conv1

Conv2

Conv3

Perception Module

fully conn.

9 units

fully conn. + ReLU

300 units

fully conn. + ReLU

400 units

LqBN

Task Loss (Lq)

64 lters

5 units

fully conn.

64 lters


I

Q-values

BN

FC_c1 FC_c2 FC_c3

Bottleneck

Control Module

Figure 2. A modular neural network is used to predict Q-values
given some raw pixel inputs. It is composed of perception and
control modules. The perception module which consists of three
convolutional layers and a FC layer, extracts the physically relevant information (Θ in the bottleneck) from a single image. The
control module predicts action Q-values given Θ. The action with
a maximum Q-value is executed. The architecture is similar to that
in [5], but has an additional end-to-end ﬁne-tuning process using
weighted perception and task losses. Note that the values in Θ are
normalized to the interval [0, 1].

error between the robot’s current and target position, i.e.,
x − x∗ . At each time step 1 of 9 possible actions a ∈ a
is chosen to change the robot conﬁguration: 3 per joint –
increasing or decreasing by a constant amount (0.04 rad)
or leaving it unchanged. An agent is required to learn to
reach using only raw-pixel visual inputs I from a monocular
camera and their accompanying rewards r.
The network has the same architecture and training
method to [5], but with an additional end-to-end ﬁne-tuning
using weighted losses, as shown in Fig. 2. The perception
network is ﬁrst trained to estimate the scene conﬁguration
Θ = [x∗ q] ∈ R5 from a raw-pixel image I using the
quadratic loss function

2. Methodology
We consider the planar reaching task, which is deﬁned
as controlling a 3 DoF robot arm (Baxter robot’s left arm)
so that in operational space its end-effector position x ∈ R2
moves to the position of the target x∗ in a vertical plane
(ignoring orientation). The reaching controller adjusts the
robot conﬁguration (joint angles q ∈ R3 ) to minimize the
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Euclidean Distanc Error d [cm]

where y(I j ) is the prediction of Θj for I j ; m is the number of samples. The control network is trained using KGPS [5] where network weights are updated using the Bellman equation which is equivalent to the loss function
2

m

1 


j
j
j
j
j
Q(Θ
,
a
))
Lq =
 ,
Q(Θt , at ) − (rt + γ max
t+1
t+1

2m j=1 
ajt+1

where Q(Θjt , ajt ) is the sum of future expected rewards

∞
j
j
k j
k=0 γ rt+k when taking action at in state Θt . γ is a
discount factor applied to future rewards.
After separate training for perception and control individually, an end-to-end ﬁne-tuning is conducted for the
combined network (perception + control) using weighted
task (Lq ) and perception (Lp ) losses. The control network
is updated using only Lq , while the perception network is
updated using the weighted loss

10
8
6
4.598

4

3.568

3.449

2
0
Initial

Fine-tuned

CR

Figure 3. The box-plots of distance errors of different networks,
with median values displayed. The crosses represent outliers.
Table 1. Planar Reaching Performance

dmed
[cm] [pixels]
Initial
4.598 1.929
Fine-tuned 3.568 1.497
CR
3.449 1.447
Nets

L = βLp + (1 − β)LBN
q ,
is a pseudo-loss which reﬂects the loss of Lq in
where LBN
q
the bottleneck (BN); β ∈ [0, 1] is a balancing weight. From
the backpropagation algorithm [1], we can infer that δL =
, where δL is the gradients resulted
βδLp + (1 − β)δLBN
q
are
the gradients resulting respectively
by L; δLp and δLBN
q
(equivalent
to that resulting from Lq in
from Lp and LBN
q
the perception module).

dQ3
R̄
[cm] [pixels] [\]
6.150 2.581 0.319
4.813 2.020 0.626
4.330 1.817 0.761

Results are summarized in Fig. 3 and Table 1. dmed and
dQ3 are the median and third quartile of d. The error distance in pixels in the 84 × 84 input image is also listed.
We can see that Fine-tuned achieved a much better performance (22.4% smaller dmed and 96.2% bigger R̄) than
Initial. The ﬁne-tuned performance is even very close to
that of the control module (CR) which controls the arm using ground-truth Θ as sensing inputs. We also did the same
evaluations in 20 real-world trials on Baxter, and achieved
similar results.
The experimental results show the feasibility of the proposed ﬁne-tuning approach. Improved hand-eye coordination in modular deep visuo-motor policies is possible due
to ﬁne-tuning with weighted losses. The adaptation to real
scenarios can still be kept by presenting (a mix of simulated
and) real samples to compute the perception loss.

3. Experiments and Results
We evaluated the feasibility of the proposed approach using the metrics of Euclidean distance error d (between the
end-effector and target) and average accumulated reward
R̄ (a bigger accumulated reward means a faster and closer
reaching to a target) in 400 simulated trials. For comparison, we evaluated three networks: Initial, Fine-tuned and
CR. Initial is a combined network without end-to-end ﬁnetuning, which is labelled as EE2 in [5] (comprising FT75
and CR). FT75 and CR are the selected perception and control modules which have the best performance individually.
Fine-tuned is obtained by ﬁne-tuning Initial using the proposed approach. CR works as a baseline indicating performance upper-limit.
In ﬁne-tuning, β = 0.8, we used a learning rate between
0.01 and 0.001, a mini-batch size of 64 and 256 for task
and perception losses respectively, and an exploration possibility of 0.1 for K-GPS. These parameters were empirically selected. To make sure that the perception module
remembers the skills for both simulated and real scenarios,
the 1418 real samples were also used to obtain δLp . Similar to FT75, 75% samples in a mini-batch were from real
scenarios, i.e., at each weight updating step, 192 extra real
samples were used in addition to the 64 simulated samples
in the mini-batch for δLq .
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Chapter 5
Adversarial Discriminative Sim-to-real Transfer of
Visuo-motor Policies

The study in Chapter 4 shows that the modular DQN is able to transfer visuo-motor policies
from simulated to real environments with 1418 labelled real images. Although the number
of labelled real images is small, the data labelling cost is nontrivial, particularly for robotic
applications where ground-truth states are expensive or even impractical to obtain. To reduce
the cost, the under-review paper [Zhang et al., 2018a] in this chapter explores the third research question “How can the policy transfer be more label-efficient for broader applications
in robotics?”. As the focus of the exploration is more efficient transfer from simulation to the
real world, investigations are conducted in this chapter without reinforcement learning to avoid
unnecessary challenges.
An adversarial discriminative transfer (ADT) approach is proposed for less costly transfer
by making better use of unlabelled real images which are cheap for a vision-based robotic
system. The ADT mainly benefits from an adversarial loss [Tzeng et al., 2017] which leads
the convolutional part of a perception module to extract as consistent as possible features
when switching between simulated and real domains. Aiming to further improve the transfer
performance, a PI controller is introduced in this chapter to coordinate the the adversarial loss.
The approach is evaluated in a more complicated robotic reaching scenario: a Baxter robot
learning to control its left arm (7 DoF) in velocity mode to reach a target blue cuboid in clutter
on a table, as shown in Figure 5.1.
A new modular network architecture is introduced for a better performance, as shown in
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Figure 5.2: Modular network architecture for 7 DoF reaching

Figure 5.2. Different from the design in Chapters 3 and 4, joint angles are also used as inputs
in addition to raw-pixel images, as encoders are very common in rigid-body robot arms and
can help avoid ambiguities from monocular images. The perception module architecture is
customized from VGG16 [Simonyan and Zisserman, 2015] with its first convolutional layer
initialized with weights from pre-trained VGG16. Domain randomization [Tobin et al., 2017] is
also adopted for more robust transfer. Figure 5.3 shows some simulated and real image samples.
Experimental results show that visuo-motor policies can be successfully transferred with
the proposed approach using only 93 labelled and 186 unlabelled real images. The transferred
policies achieved a reaching accuracy of 1.8 cm. The policies are able to reach a target object
in clutter with multiple novel (not seen in training) distractor objects and even when the target
object is moving.
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Figure 5.3: Simulated and real image samples
In short, the under-review paper [Zhang et al., 2018a] makes the following primary contributions:
• Proposing an adversarial discriminative approach to transfer visuo-motor policies from

simulation to the real world in a more label-efficient way, which reduces the required
amount of labelled real images by 50%;

• Demonstrating the proposed ADT with modular networks in a realistic robotic reaching
task where policies are learned to control a 7 DoF arm to reach a target table-top object
in clutter, achieving a 97.8% success rate and 1.8 cm accuracy;
• Investigating important factors in ADT with comparison experiments and detailed analyses, showing their benefits and limits for future research.

“Adversarial Discriminative Sim-to-real Transfer of Visuo-motor Policies” is under review
in the International Journal of Robotics Research.
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Abstract
Various approaches have been proposed to learn visuo-motor policies for real-world robotic applications. One solution is
first learning in simulation then transferring to the real world. In the transfer, most existing approaches need real-world
images with labels. However, the labelling process is often expensive or even impractical in many robotic applications. In
this paper, we propose an adversarial discriminative sim-to-real transfer approach to reduce the cost of labelling real data.
The effectiveness of the approach is demonstrated with modular networks in a table-top object reaching task where a 7 DoF
arm is controlled in velocity mode to reach a blue cuboid in clutter through visual observations. The adversarial transfer
approach reduced the labelled real data requirement by 50%. Policies can be transferred to real environments with only
93 labelled and 186 unlabelled real images. The transferred visuo-motor policies are robust to novel (not seen in training)
objects in clutter and even a moving target, achieving a 97.8% success rate and 1.8 cm control accuracy.

Traditionally robotic vision-based reaching approaches
have been based on crafted controllers that combine (heuristic) motion planners with the use of hand-crafted features to
localize the target visually. Recently learning approaches to
tackle this problem have been presented (Zhang et al. 2015,
2017a,b; Levine et al. 2016b; Bateux et al. 2018; Katyal et al.
2017; Sünderhauf et al. 2018), however a consistent issue
faced by most approaches is the reliance on large amounts
of data to train these models. Generalization forms another
challenge: many current systems are brittle when learned
models are applied to robotic configurations or scenarios that
differ from those used in training. This leads to the question:
How to better learn and transfer visuo-motor policies on
robots for tasks such as reaching?
Various approaches have been proposed to address this
problem. Some works tried to directly learn from large-scale
real-world datasets (Levine et al. 2016b; Pinto and Gupta
2016). However, collecting a large amount of real data could
be expensive in robotic applications. For example, an "arm
farm" with 6 to 14 physical robots was developed to collect
data in parallel for learning robotic grasping (Levine et al.
2016b). Therefore, some methods were proposed to reduce
the cost of collecting a large amount of real-world data
by using simulated or synthetic data (Bateux et al. 2018;
D’Innocente et al. 2017; Tobin et al. 2017; James et al. 2017).
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The advent of large datasets and sophisticated machine learning models, commonly referred to as deep learning, has in
recent years created a trend away from hand-crafted solutions
towards more data-driven ones. Learning techniques have
shown significant improvements in robustness and performance since early work (Krizhevsky et al. 2012), particularly
in the computer vision field.
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Keywords
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Fig. 1. A robot (Baxter) learns visuo-motor policies in simulation
(Fig. 1A) to control its left arm (7 DoF) to reach a target blue
cuboid in clutter on a table. Baxter visually observes the tabletop environments through the monocular camera in its right hand.
An adverversarial discriminative approach (see Section 3) is used
to transfer visuo-motor policies from simulation to the real world
(Fig. 1B). The transfer is in a semi-supervised manner which needs
very few labelled real images.

Some others tried to make use of both simulated and real
data for a more balanced solution (Fitzgerald et al. 2015;
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Tzeng et al. 2016). A particular approach is modular deep
Q-networks for learning a planar reaching task in simulation
and then transferring to real environments with a small
number of labelled real-world images (Zhang et al. 2017a,b).
In this work, we extend the modular approach (Zhang
et al. 2017a) and focus on making use of both simulated
and real data to learn robotic skills. In the modular
deep Q-networks, labelled real images were previously
used. Although the amount was small, the data labelling
cost was nontrivial. In comparison, images themselves are
cheap for a vision-based robotic system. Aiming for more
data-efficient learning, an adversarial approach similar to
GANs (Goodfellow et al. 2014) was proposed to learn a
classifier for grasping using labelled synthetic and unlabelled
real data (Bousmalis et al. 2018). However, most existing
works used adversarial approaches for classification tasks
such as incremental adversarial domain adaptation for
drivable-path segmentation (Wulfmeier et al. 2018). To the
best of our knowledge, there is no existing work using
adversarial methods for the transfer of regression tasks.
In this paper, we propose an adversarial discriminative
approach for regression transfer and investigate its effectiveness for learning visuo-motor policies from simulation to the
real world. Our approach is verified with modular networks
in a visually-guided table-top object reaching task for a 7
DoF robotic arm (Fig. 1). By introducing an adversarial loss,
visuo-motor policies can be successfully transferred from
simulated (Fig. 1A) to real (Fig. 1B) environments with
only 93 labelled and 186 unlabelled real images. Benefiting
from the modular structure and weighted end-to-end finetuning, the learned visuo-motor policies achieved a reaching
accuracy of 1.8 cm with only 333 trajectories (30225 statevelocity pairs collected in simulation). The learned visuomotor policies are not only able to reach a target object in
clutter with seen distractor objects, but also for the cases with
novel (not seen in training) distractor objects and even when
the target object is moving. In particular, this paper has three
major contributions:
• Introduction of an adversarial discriminative approach
in a semi-supervised manner for more data-efficient
perception transfer from simulation to the real world,
achieving a comparable accuracy (2.7 cm) with 50%
fewer labelled real data and a slightly worse accuracy
(3.0 cm) with 75% fewer labelled real data (compared
to supervised adaptation: 2.8 cm);
• Further
verification
of
modular
neural
networks (Zhang et al. 2017a) for sim-to-real
transfer of visuo-motor policies in a more realistic
robotic reaching task: table-top object reaching in
clutter using a 7 DoF arm in velocity mode, achieving
a 97.8% success rate and 1.8 cm accuracy;
• Investigations on important factors in our adversarial
discriminative transfer approach with comprehensive
comparison experiments and detailed analyses, showing their benefits and limits for future research.

2

Related Work

Data-driven learning approaches have become popular in
computer vision and are starting to replace hand-crafted
solutions in robotic applications (Sünderhauf et al. 2018). In
Prepared using sagej.cls

particular there have been growing interest in robotic vision
tasks – robotic tasks based directly on real image data – such
as object grasping and manipulation (Levine et al. 2016b;
Pinto and Gupta 2016; Lenz et al. 2015). An important
factor in data-driven robot learning approaches is large-scale
datasets, from either the real world or simulation.

2.1

Learning from Real Datasets

In the real world, collecting the datasets required for deep
learning has been sped up by using many robots operating
in parallel (Levine et al. 2016b). With over 800,000 grasp
attempts recorded, a deep network was trained to predict
the success probability of a sequence of motions aiming at
grasping using a 7 DoF robotic manipulator with a 2-finger
gripper. Combined with a simple derivative-free optimization
algorithm the grasping system achieved a success rate of
80%. Another example of dataset collection for grasping is
the approach to self-supervised grasp learning in the real
world where force sensors were used to autonomously label
samples (Pinto and Gupta 2016). After training with 50,000
real-world trials using a staged leaning method, a deep
convolutional neural network (CNN) achieved a grasping
success rate around 70%.
The aforementioned results are impressive but were
achieved at high cost in terms of dollars, space and time
(weeks to months). To reduce the cost, Levine et al.
introduced a CNN-based policy representation architecture
with an added guided policy search (GPS) to learn visuomotor policies (mapping joint angles and camera images to
joint torques) (Levine et al. 2016a), which allows reduction
in the number of real world training examples by providing
an oracle (or expert’s initial condition to start learning).
Impressive results were achieved in complex tasks, such as
hanging a coat hanger, inserting a block into a toy, and
tightening a bottle cap.

2.2

Learning with Simulation

Simulation is another resource to reduce the cost of
collecting real-world datasets. With domain randomization,
policies learned in simulation are robust enough to be
directly used on real robots with real RGB cameras observing
real scenes in manipulation tasks (Tobin et al. 2017; James
et al. 2017). Recently it has also been proposed to simulate
depth images to learn and then directly transfer grasping
skills to real-world robotic arms (Viereck et al. 2017).
There are also some negative results, which show that
visuo-motor policies learned in a low-fidelity simulator
do not transfer directly to real robots with real cameras
observing real scenes (Zhang et al. 2015). In fact very
modest image distortions in the simulation environment
(small translations, Gaussian noise and scaling of the RGB
color channels) caused the performance of the system to
fall dramatically. Introducing a real camera observing the
game screen was even worse (Tow et al. 2016). However,
if adapting with a small number of real images, the visuomotor policies learned in a low-fidelity simulator can be well
transferred to real scenarios for a robotic planar reaching
task (Zhang et al. 2017a,b).
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Fig. 2. The modular network consists of perception and control modules, connected by a bottleneck layer representing target object
position x∗ . The perception module architecture is customized from VGG16 (Simonyan and Zisserman 2015) with its first convolutional
layer initialized with weights from pre-trained VGG16. The control module consists of 3 fully connected layers, it determines joint
velocities according to target position and joint angles. The perception and control modules are first trained separately, then fine-tuned in
an end-to-end fashion using weighted losses (Section 3.1.1).

2.3

Transfer Learning

Transfer learning attempts to develop methods to transfer
knowledge between different tasks (scenarios) (Pan and
Yang 2010; Taylor and Stone 2009). To reduce the amount
of data collected in the real world (expensive), transferring
skills from simulation to the real world is an attractive
alternative. For the case of pre-training in simulation then
adapting with very few real-world samples, appropriate
transfer learning approaches are required.
To reduce the number of real-world images required for
learning visuo-motor policies, a method of adapting visual
representations from simulated to real environments was
proposed, achieving a success rate of 79.2% in a “hook loop”
task, with 10 times fewer real-world images (Tzeng et al.
2016). Another example of vision-based policy transfer is
progressive neural networks, which are proposed to improve
transfer and avoid catastrophic forgetting when learning
complex sequences of tasks (Rusu et al. 2016). Their
effectiveness has been validated on reinforcement learning
tasks such as Atari and 3D maze game playing as well as
simulated robotic manipulation (Rusu et al. 2017).
Similar to GANs (Goodfellow et al. 2014), adversarial
approaches are also proposed for domain adaptation in
classification contexts such as handwritten digit recognition (Tzeng et al. 2017; Luo et al. 2017; Ge et al. 2017),
place classification and segmentation (Wulfmeier et al. 2017,
2018). Another similar approach is domain confusion, whose
feasibility has been verified in object recognition (Tzeng
et al. 2015) and fine-grained recoginition (Gebru et al. 2017).
An adversarial adaptation approach was also proposed to
improve the efficiency of learning a classifier to determine
whether a grasp command will be successful or not (Bousmalis et al. 2018). These approaches enabled data-efficient
domain adaptation for classification tasks, but we have not
found any work using adversarial methods for regression
tasks to the best of our knowledge.

3

Methodology

In our previous work (Zhang et al. 2017a), a modular
structure and its training approach were proposed to transfer
visuo-motor policies from simulation to the real world in
Prepared using sagej.cls

a low-cost manner. The transfer was achieved by using
1418 labelled real images to fine-tune a perception module
pre-trained in simulation. In this paper, we propose a
semi-supervised transfer approach to reduce the required
amount of labelled real images. We call this semi-supervised
approach Adversarial Discriminative Transfer (ADT) which
mainly benefits from the introduction of an adversarial
loss (Tzeng et al. 2017).

3.1

Modular Deep Networks

Similar to the modular deep Q-network (Zhang et al. 2017a),
a modular network architecture (Fig. 2) is proposed, which
consists of perception and control modules connected by
a bottleneck layer. The bottleneck forces the network to
learn a low-dimensional representation, not unlike Autoencoders (Hinton and Salakhutdinov 2006). The difference is
that we explicitly equate the bottleneck layer with the object
position (x∗ ∈ R3 – ignoring orientation).
With the bottleneck, the perception module learns how to
estimate the object position x∗ from a raw-pixel image I; the
control module learns to determine the most appropriate joint
velocities v given the object position x∗ and joint angles q
(defined as scene configuration Θ = [x∗ , q]). The values of
x∗ and q are normalized to the interval [0, 1].
3.1.1 Training Method
Perception The perception module is first pre-trained
using labelled simulated data with a supervised loss LSup
.
p
Then it is adapted using both simulated and real data with a
compound loss
Lp = LSup
+ LAd
(1)
p
p ,
where LAd
is an adversarial loss. Definitions of the loss
p
functions will be introduced in Section 3.2. We call
this perception training approach adversarial discriminative
transfer.
Control The control module is trained using supervised
learning with only simulated data
m

Lc =

1 X
2
kyc (sj ) − vj k ,
2m j=1

(2)
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Fig. 3. In Adversarial Discriminative Transfer (ADT), the
perception module is divided into two parts: encoder and regressor.
The encoder includes all the convolutional layers; the regressor
represents all the rest fully connected layers. We first pre-train a
perception module (Source Encoder + Source Regressor) with LSup
p
using simulated images (I S ) and their target object position labels
∗S
(x ). The source encoder is then locked and used as a reference in
the adversarial discriminative transfer to train a target encoder Er
S
R
with LAd
p using both simulated (I ) and real (I ) images without
labels. In addition to the adversarial loss, LSup
is also used to train
p
the target encoder and regressor with a small number of labelled
real images (I R and x∗R ). The target encoder and regressor are
initialized with the weights in the source encoder and regressor. The
discriminator consists of multiple fully connected layers.

where yc (sj ) is the prediction of vj for state sj , here s = Θ
(ground-truth); m is the number of samples.
End-to-end fine-tuning using weighted losses To further
improve hand-eye coordination, an end-to-end fine-tuning is
conducted for the combined network (perception + control)
after their separate training, using weighted control (Lc ) and
perception (Lp ) losses. Note that s = I (raw-pixel images)
in Eq. (2) for the end-to-end fine-tuning, rather than Θ.
The control module is updated using only Lc , while the
perception module is updated using the weighted loss
L = βLp + (1 − β)LBN
c ,

(3)

where LBN
is a pseudo-loss which reflects the loss of Lc
c
in the bottleneck; β ∈ [0, 1] is a balancing weight. From
the backpropagation algorithm (LeCun 1988), we can infer
that δL = βδLp + (1 − β)δLBN
, where δL is the gradients
c
resulting from L; δLp and δLBN
are the gradients resulting
c
respectively from Lp and LBN
(equivalent to that resulting
c
from Lc in the perception module).

3.2

Adversarial Discriminative Transfer

Adversarial Discriminative Transfer (ADT) makes use of
both adversarial and supervised losses to adapt a perception
module with fewer labelled real images. In ADT, the
Prepared using sagej.cls

perception module is divided into two parts: encoder and
regressor. As shown in Fig. 3, the encoder includes all the
convolutional layers in a perception module; the regressor
represents all the fully connected layers of the perception
module.
A perception module (Source Encoder + Source Regressor) is first pre-trained with simulated images (I S ) and their
target object position labels (x∗ S ), using the supervised loss
m

LSup
=
p

1 X
2
kyp (Ij ) − x∗ j k ,
2m j=1

(4)

where yp (Ij ) is the prediction of x∗ j for Ij . Here in the
pre-training I = I S , x∗ = x∗ S . The physical meaning of x∗
guarantees the convenience of collecting labelled training
data.
The source encoder is then locked and used as a reference
in the adversarial discriminative transfer to train a target
encoder with both simulated (I S ) and real (I R ) images, but
without labels, using an adversarial loss
Ad
Ad
LAd
p = LD + γLE ,

(5)

m

LAd
D =−

1 X
log D(Es (IjS ))
2m j=1
+ log(1 −
m

LAd
E =−



D(Er (IjR )))

1 X
log D(Er (IjR )),
m j=1

(6)
,
(7)

where γ is a balancing weight; D represents the
discriminator; Es and Er are the source and target encoders
in Fig. 3. With LAd
D , the discriminator (D) learns to
distinguish which domain an encoded feature comes from:
Ad
simulation or real world, i.e., arg min LAd
D . LE leads the
D

target encoder (Er ) to be as similar as possible to the source
encoder to confuse the discriminator, i.e., arg min LAd
E .
Er

Experimental results in Section 5.2 show that a single
adversarial loss (LAd
p ) is insufficient for the sim-to-real
transfer of visuo-motor policies. Therefore, in addition to
the adversarial loss, the supervised loss LSup
(Eq. (4)) is
p
also used in the transfer phase to train the target perception
module (encoder and regressor) with a small number of
labelled real images (I R and x∗ R ), i.e., I = I R , x∗ = x∗ R .
The target perception module is initialized with the pretrained weights from the source perception module.
Experimental results also show that maintaining LAd
D
in a certain range (0.26-0.30) helps improve the transfer
performance (Section 5.3.3). Therefore, a PI controller is
proposed to control LAd
D to a desired value by changing the
balancing weight γ, as shown in Fig. 4. In the adversarial
discriminative transfer (Eq. (5)), a larger γ will result in
a stronger effect of LAd
E which will then more strongly
Ad
prevent LAd
D from being smaller or even cause a larger LD .
Similarly, a smaller γ will help result in a smaller LAd
D .
The controller output u is mapped to the balancing weight
0.02
γ through a sigmoid function γ = 1+e
−50u . The sigmoid
function is selected empirically according to three major
concerns:
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Fig. 4. A PI controller is used to control LAd
to a desired
D
value (Desired LAd
D ). The controller output u is mapped to the
balancing weight γ through a sigmoid function. In the adversarial
discriminative transfer process (Eq. (5)), a larger γ will result in a
Ad
stronger effect of LAd
E which will then more strongly prevent LD
Ad
from being smaller or even cause a larger LD . Similarly, a smaller
γ will help result in a smaller LAd
D .

• γ cannot be too large, in order to avoid catastrophic
weight forgetting;
• the value of γ when u = 0 should be able to roughly
guarantee an unchanged LAd
D , providing a symmetric
u-to-action-effect mapping;
• γ should not be zero, since the true business of LAd
E
is to create a good target encoder. Although making γ
negative might better help reduce LAd
D , it is harmful to
the true role of LAd
E .
Our tuned coefficients for proportional and integral gains
are: Kp = 0.4; Ki = 0.008. To solve the integral windup
problem, pre-determined bounds are used to prevent the
integral term from accumulating above 0.1 or below -0.1, i.e.,
[-0.1,0.1].

4

Benchmark: Robotic Reaching

We use a canonical target reaching task as a benchmark to
evaluate the effectiveness of the proposed approach. The
task is defined as controlling a robot arm so that its endeffector position x ∈ R3 in operational space moves to the
position of a target x∗ ∈ R3 (object position introduced in
Section 3.1). The robot’s joint configuration is represented
by its joint angles q ∈ Rn . The two spaces are related
by the forward kinematics, i.e., x = K(q). The reaching
controller adjusts the robot configuration in velocity mode
(i.e., controls joint velocities v = q̇ ∈ Rn ) to minimize the
error between the robot’s current and target position, i.e.,
kx − x∗ k. We consider a 7 DoF robotic arm (Fig. 1), i.e.,
q, v ∈ R7 , steering its end-effector position in 3D – ignoring
orientation.

4.1

Task Setup

The real-world task employs a Baxter robot’s left arm (7
DoF) to reach a blue cuboid in clutter. All objects are
arbitrarily placed in the operational area (50×60 cm) on a
table, as shown in Fig. 5A. The blue cuboid has a side
length of 6.5 cm. The robot observes environments through
a monocular camera in its right hand (Fig. 1A), providing
RGB images with a resolution of 256×256 (cropped from
640×400 images). The left arm is controlled in velocity
mode. A reach is deemed successful, if the Euclidean
distance between the the top centre of the target cuboid
Prepared using sagej.cls

5

Fig. 5. A Baxter robot controls its left arm in velocity mode to
reach a blue cuboid (6.5×6.5×6.5 cm) in clutter arbitrarily placed
in the operational area. The “Top Centre” and “Bottom Centre” are
the top centre of the target cuboid and the bottom center of the
suction gripper. Fig. 5B shows the left arm in its reference initial
configuration.

and the bottom center of the suction gripper (“Top Centre”
and “Bottom Centre” in Fig. 5) is smaller than 4.6 cm (half
of the diagonal length of any side of the cuboid). In the
task, the left arm is randomly initialized to a configuration
with a normal distribution around the reference configuration
shown in Fig. 5B. The right arm is set to a constant pose, i.e.,
camera pose is constant with possible minor errors (Baxter
joint pose accuracy: ±0.10◦ ) in the real world.

4.2

Network Architecture

In this work, we used a network with the architecture
shown in Fig. 2. The perception module has an architecture
customized from VGG16 (Simonyan and Zisserman 2015).
The customization mainly includes reducing the number
of convolutional layers in each group (between two max
pooling layers) and changing the number of feature maps
in each convolutional layer for lower computational cost
but without losing performance for the benchmark task.
It consists of twelve convolutional layers with 3×3 filters
and seven 2×2 max pooling layers, followed by three
fully connected layers. The twelve convolutional layers and
two hidden fully connected layers use ReLU activation.
Simulated or real RGB images are cropped and downsampled to 256 × 256 as inputs to the perception module.
The pixel values in images were normalized to [−1, 1].
The first convolutional layer is initialized with pre-trained
weights for ILSVRC-2014 (Simonyan and Zisserman 2015)
(observed to converge faster and achieve better performance
than random initialization); other layers are randomly
initialized.
The control module consists of 3 fully connected layers,
with 400 and 300 units in the two hidden layers (with ReLU
activation) respectively. Input to the control module is the
scene configuration Θ (target position and joint angles), its
outputs are the estimates for joint velocities v. This module
is initialized with random weights.
The discriminator network consists of 3 fully connected
layers with 256 units in each of its two hidden layers (also
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• table pose: random changes based on a reference
position ([±1.5%, ±5%, ±1%]) and a reference orientation about the vertical axis (±7%).

Fig. 6. Simulated and real images for training perception modules.
Simulated images were collected from a V-REP simulator using
domain randomization (Tobin et al. 2017). Real images were
collected for perception adaptation on a real Baxter (Fig. 1B).

with ReLU activation). Input to the discriminator is an
encoded feature vector with a dimension of 256, either from
the source encoder or target encoder. The output layer has
2 units (2 classes: sim or real) with softmax activation. The
discriminator is also randomly initialized.

4.3

Datasets Collection

Perception datasets contain a number of image-position
(I-x∗ ) pairs. In this work, we label the position of the
target cuboid top centre as the target position x∗ rather
than its mass-centre. Fig. 6 shows some samples of the
collected simulated and real images for the benchmark task.
The simulated data was collected using V-REP (Rohmer
et al. 2013) (a robotic simulation platform) through domain
randomization (Tobin et al. 2017) in the following aspects:
• number of distractor objects in clutter: random in
[0, 9];
• shape of distractor objects in clutter: random in 9
primitive shapes with different geometries (5 cuboids,
2 spheres, 2 cylinders);
• pose of distractor objects: random position in the
operational area and random orientation about the
vertical axis;
• color of distractor objects: random RGB values;
• left arm configuration: random in joint space,
excluding the ones with self-collision;
• color of the table, floor, robot body and target cuboid:
random changes based on reference colors (±10%);
• camera pose: random changes of the right arm joint
configuration relative to reference angles (±1%);
• camera field of view (FoV): random changes based on
a reference FoV (±2%);
Prepared using sagej.cls

All the above randomization is uniformly distributed. The
reference colors, FoV and table pose were tuned manually
to approximate the real scene. The reference joint angles
of the right arm (i.e., camera pose) were tuned in the
real world, making sure the in-hand camera can see the
entire operational area. The parameters for the randomized
factors based on references were manually tuned to simulate
possible variations in the real scene.
The real images shown in Fig. 6 were collected in the
real world on a Baxter robot (Fig. 1B) with random objects
and left arm configurations. There are 11 real distractor
objects in total. The ground-truth position of the target blue
cuboid was collected by putting the end-effector bottom
centre on the cuboid top centre and recording the left
arm configuration (target configuration q∗ ) for forward
kinematics, i.e., x∗ = K(q∗ ). The ground-truth position
collected in this way is accurate enough for the benchmark
task, although some errors might be caused by manually
matching the end-effector with the cuboid. This groundtruth position collection method was also used in the control
performance evaluation in Section 5.
N
More formally, we use ZSSup (N ) = {IiS , x∗ Si }i=0 to
represent a perception dataset of N labelled simulated
R
∗R N
images. Similarly, ZR
Sup (N ) = {Ii , x i }i=0 represents a
perception dataset of N labelled real images. Apart from the
labelled real images, we also collected real images without
labels for the adversarial discriminative transfer, represented
R N
as ZR
Ad (N ) = {Ii }i=0 .
In training, to increase the training data diversity, data
augmentation is done on-the-fly for both simulated and real
images by varying image brightness (±80% for simulated
images and ±40% for real images) and white balance
(±2.5%) in a post-processing manner. These augmentation
parameters were empirically determined.
Control datasets contain a number of sceneconfiguration-velocity (Θ-v) pairs (i.e., trajectories) as
well as image-velocity (I-v) and image-position (I-x∗ )
pairs. Θ-v pairs are for training control modules separately
(Section 3.1.1); I-v and I-x∗ pairs are for end-to-end
fine-tuning to obtain δLc and δLp (Section 3.1.1).
Control
datasets
were
purely
collected
in
simulation using V-REP, represented as ZSc (NT ; N ) =
N

{IiS , x∗ Si , ΘSi , viS }i=0 where NT indicates the number
of trajectories in a dataset; N is the number of samples
(frames in trajectories). In dataset collection, trajectories
were generated to control the left arm with a random initial
configuration (excluding the ones with self-collision) to
reach a target arbitrarily placed in the operational area,
without considering obstacle avoidance. As introduced in
Section 4.1, the random initial configuration has a normal
distribution around the reference configuration shown in
Fig. 5B; the random targets are uniformly distributed in
the operational area. When generating the trajectories, the
pseudo inverse method (V-REP internal implementation)
was used to calculate the desired arm configuration to reach
a target, i.e., q∗ = K−1 (x∗ ). Then a simple proportional
controller was used to control the left arm to reach the
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Table 1. Collected Datasets

desired configuration from its initial configuration with
a control frequency of 20 Hz. In the process, the target
cuboid position, joint angles and velocity commands were
recorded, along with synthetic images from the camera in the
right hand. Experiments (Section 5.4) show that simulated
control training data is sufficient to achieve good real-world
performance alone – there is no need to collect real control
datasets.
For comparison experiments in Section 5, we collected
11 perception (3 labelled simulated, 4 labelled real and
4 unlabelled real) and 3 control datasets, as listed in
Table 1. The datasets and codes will be available at https:
//github.com/Fanleyrobot/ADT after the paper is
accepted.

ZSSup (340), ZSSup (750), ZSSup (3000)
R
R
R
ZR
Sup (48), ZSup (93), ZSup (186), ZSup (279)
R
R
R
R
ZAd (48), ZAd (93), ZAd (186), ZAd (279)
ZSc (118; 10677), ZSc (333; 30225), ZSc (2964; 269851)
[cm]
50

279

27.3
Q3:39.9

3.3
Q3:4.4

3.1
Q3:3.8

2.4
Q3:3.7

45
40

Number of Labelled Real Images

Simulated Perception Datasets
Real Perception Datasets with Labels
Real Perception Datasets without Labels
Control Datasets

186

27.4
Q3:38.5

3.7
Q3:5.1

3.4
Q3:4.8

P s1
2.8
Q3:3.9

93

29.0
Q3:42.0

24.7
Q3:39.2

19.9
Q3:40.6

3.9
Q3:6.5

35
30
25
20
15

P s0
0

NaN

39.4
Q3:56.6

39.7
Q3:56.0

340

750

47.1
Q3:62.5

10
5
0

5

Experiments and Results

We first evaluated the performance of supervised perception
adaptation as a baseline. The performance of the proposed
approach was then evaluated in three aspects: adversarial
discriminative perception adaptation performance, control
module performance and hand-eye coordination. The
important factors in ADT were also investigated with
detailed comparison experiments. All the evaluations were
conducted in the real world using the metrics of:
• Perception Error: the Euclidean distance
between the estimated and ground-truth object
positions;
• Control Error: the Euclidean distance between
the target cuboid top centre and end-effector bottom
centre (“Top Centre” and “Bottom Centre” in Fig. 5A);
• Success Rate: the percentage of successful reaching among all trials, where a reach is deemed successful if the final Euclidean distance between the target
and end-effector (after the robot stops or its time is
out) is smaller than 4.6 cm as defined in Section 4.1.

5.1

Supervised Perception Adaptation

Supervised adaptation is a commonly used approach in deep
learning for knowledge transfer between different domains.
Here, we used its performance as a baseline to compare with
the proposed ADT approach. To investigate the influence
of the numbers of simulated and real images on adapted
perception accuracy, we evaluated 15 different perception
modules. They were trained with different combinations of
labelled images:
• the number of labelled simulated images is from 0 to
3000;
(i.e., ZSSup (340), ZSSup (750), and ZSSup (3000))
• the number of labelled real images is from 0 to 279.
R
R
(i.e., ZR
Sup (93), ZSup (186). and ZSup (279))
Prepared using sagej.cls

0

3000

Number of Labelled Simulated Images

Fig. 7. Object position estimation error map for supervised
adaptation. The numbers in the map show the median and third
quartile (Q3) of the Euclidean distances between predicted and
ground-truth positions. “NaN” means no result for that case.

As introduced in Section 3.1.1, all the 15 perception
modules were first trained using simulated images then
adapted with real images, but only using the supervised
without the adversarial loss. The training was
loss LSup
p
from scratch, except that the first convolutional layer was
initialized with weights from pre-trained VGG16 (Simonyan
and Zisserman 2015). During training, we used a mini-batch
size of 32 with a learning rate of 0.01. RmsProp (Tieleman
and Hinton 2012) was adopted, the same training method
was used in the experiments for ADT (Section 5.2),
control modules (Section 5.4) and end-to-end fine-tuning
(Section 5.5). The median and third quartile (Q3) of their
perception errors for a test set are shown in Fig. 7. The
test set has 144 real images where the target is uniformly
distributed in the operational area, with random distractor
objects (those 11 distractor objects appeared in training) and
left arm configurations. The test set was collected with the
same setup for training set but different from those samples
for training.
From Fig. 7, we can see that the perception modules
trained with only simulated (the bottom row) or real
images (the left-most column) have very large errors. For
the modules trained with both simulated and real images,
increasing the number of either simulated or real images
helped reduce the error. Fine-tuning (adaptation) with as few
as 93 real images can make a perception module work in the
real world with a median error of 3.9 cm. The module trained
with 3000 simulated and 279 real images (the top-right
one) achieved the smallest median error (2.4 cm). However,
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5.2

Adversarial Discriminative Transfer

In this section, we evaluated the perception modules trained
by the proposed ADT approach using the same test
set. 16 modules were trained using ADT to investigate
how the amount of labelled and unlabelled real images
influences the adaptation performance. They were adapted
with different combinations of real images:
• the number of labelled real images from 0 to 186;
R
R
(i.e., ZR
Sup (48), ZSup (93), and ZSup (186))
• the number of unlabelled real images from 0 to 279.
R
R
R
(i.e., ZR
Ad (48), ZAd (93), ZAd (186), and ZAd (279))
All the 16 perception modules were adapted using the
adversarial loss (Eq. (5)) from the same module Ps0 which
was pre-trained with 3000 simulated images in Section 5.1
(equivalent to the pre-training phase of ADT). The target
encoders and regressors of the 16 perception modules were
initialized with the weights of Ps0 . The encoder part of
Ps0 also worked as the reference source encoder in the
adversarial discriminative transfer.
In the transfer phase, we used a constant learning rate
of 0.001 and a mini-batch size of 32. In particular, 32
simulated (from ZSSup (3000)) and 32 unlabelled real images
Ad
(from ZR
Ad (N )) were used to calculate LD in each transfer
step; and the same 32 unlabelled real images were also
used to calculate LAd
E ; then another 32 labelled real images
Sup
(from ZR
. The desired
Sup (N )) were used to calculate Lp
Ad
discriminative loss LD was set to 0.28. The other hyperparameters are the same with that in Section 5.1.
Fig. 8 shows the performance of the perception modules
adapted with different numbers of unlabelled and labelled
real images. The bottom row shows the results for the
modules adapted without unlabelled real images, i.e.,
supervised adaptation (three of them have appeared in
Fig. 7, except the one adapted with 48 labelled real images).
The results for the cases without labelled real images
(i.e., unsupervised adaptation, Lp = LAd
p ) are shown in
the left-most column, from which we can observe that
modules adapted with more unlabelled real images have
smaller errors, but marginal improvement after more than
186 images. The poor accuracy (> 16.7 cm) of perception
modules adapted without labelled real data indicates that a
single adversarial loss (LAd
p ) is insufficient for the sim-toreal transfer of visuo-motor policies.
Prepared using sagej.cls

[cm]
50

279

16.9
Q3:30.8

3.5
Q3:5.8

2.8
Q3:4.1

2.6
Q3:3.6

186

16.7
Q3:30.7

3.1
Q3:5.1

PP
2.7
Q3:3.9

2.6
Q3:3.6

45

40

Number of Unlabelled Real Images

trading off the accuracy and the used number of real images,
the module trained with 3000 simulated and 186 real images
is the most balanced one, labelled as Ps1 . It has a median
error of 2.8 cm which is 17% larger than the best one,
but needs only 67% of the real images. Ps0 which was
trained with 3000 simulated samples will be used as a source
perception module in the evaluation of the proposed ADT
approach (Section 5.2).
To study how much the on-the-fly data augmentation
method (Section 4.3) can help improve the perception
accuracy. We trained a perception module using 3000
simulated and 186 real images without data augmentation.
It achieved a median error of 3.1 cm (Q3: 4.4 cm), which is
11% larger than Ps1 . This shows that the data augmentation
did help improve the perception accuracy.

35

30

93

20.8
Q3:35.0

3.0
Q3:5.3

2.8
Q3:4.4

2.8
Q3:4.1

25

20

48

31.5
Q3:51.8

4.2
Q3:6.4

3.1
Q3:4.7

3.0
Q3:4.6

15

10

P s0
0

47.1
Q3:62.5

P s1
28.0
Q3:47.5

3.9
Q3:6.5

2.8
Q3:3.9

5

0

0

48

93

186

Number of Labelled Real Images

Fig. 8. Object position estimation error map for the ADT approach.
Note: the x-axis shows the number of labelled real images used; the
y-axis shows that of unlabelled real images.

The other results are for the cases with both labelled
and unlabelled real images (i.e., semi-supervised adaptation).
We can see that the modules adapted with more labelled
images have smaller errors, but the improvement is nonobvious after more than 93 labelled samples. Similarly,
more unlabelled real images also resulted in smaller errors.
However, performance became worse if the number of
unlabelled images was more than two times the number
of labelled samples (e.g., the modules adapted with 48
labelled and more than 93 unlabelled real images, as well
as the module adapted with 93 labelled and 279 unlabelled
samples) or fewer than half the number (e.g., the modules
adapted with 186 labelled and 48 unlabelled real images).
This might be because large differences between unlabelled
and labelled data make their distributions differ a lot,
which then result in worse adaptation. More investigation is
necessary in the future to make better use of unlabelled real
data, enabling performance improvement for the cases with
two times more unlabelled data than labelled ones.
The best performance was achieved by the modules
adapted with 186 labelled and 186 or 279 unlabelled real
images. However, trading off the accuracy and the number
of labelled real images (expensive), the module adapted with
93 labelled and 186 unlabelled real images is the best one,
labelled as PP. It has a slightly larger error than the best ones,
but needs 50% fewer labelled real images.
By comparing the bottom row (supervised adaptation)
with the other rows (ADT), we can see that the benefit of
the adversarial loss was significant, particularly for the cases
with very few labelled samples, e.g., the modules adapted
with 48 labelled real images (more than 85% improvement,
perception errors reduced from 28.0 cm to less than 4.2 cm).
In contrast, the benefit of the adversarial loss was trivial when
adapting with 186 labelled samples.
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2.8
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2.7

30
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2.6

6.6

Seed 1

Seed 2

Seed 3

Seed 4

Seed 5

DCT without PI

Fig. 9. The box-plots of the Euclidean distances between predicted
and ground-truth positions for perception modules adapted using
the ADT approach with different random seeds. The crosses
represent outliers, the numbers show the medians. The outliers are
the ones >Q3+w(Q3-Q1) or 6Q1-w(Q3-Q1), where Q1 and Q3 are
the first and third quartiles; w=1.5.

Important Factors in ADT

To further investigate the effectiveness and robustness of the
proposed ADT approach, we conducted some comparison
experiments in four different aspects:
• how robust is ADT to different random seeds in
training?
• how effective is the PI controller?
• how does the desired discriminative loss for the PI
controller influence the adaptation performance?
• how does the capacity of a discriminator network
influence the adaptation performance?
In these comparison experiments, all perception modules
were trained using the same conditions for PP, i.e.,
3000 labelled simulated images (ZSSup (3000)), 93 labelled
R
(ZR
Sup (93)) and 186 unlabelled (ZAd (186)) real images. The
training hyper-parameters other than the comparing one were
the same with that for PP. Performances were evaluated
using the same test set which was used in Section 5.1 and
Section 5.2.
5.3.1

Robustness to different random seeds

To evaluate the robustness of the proposed ADT approach,
5 perception modules were trained using different random
seeds, i.e., Seed 1 to 5. Seed 1 is the one used for PP.
Fig. 9 shows their estimation errors in the box-plot form,
from which we can see that their median errors were between
2.6 cm and 2.8 cm, with a bit different distributions. These
results indicate that the ADT approach is robust to different
random seeds in training.
5.3.2

3.1

2.7

Effectiveness of the PI controller

To see the benefit of the PI controller, a module was adapted
using the adversarial loss but without the PI controller,
i.e., γ = 1 in Eq. (5). In addition, we also compared the
adversarial loss to a confusion loss (Tzeng et al. 2015) where
Prepared using sagej.cls

DCT

ADT without PI

ADT

Transfer Approach

Random Seed in Training

5.3

4.3

0

0

Fig. 10. The box-plots for perception modules adapted using
different approaches: ADT, ADT without PI, DCT and DCT
without PI.

Eq. (7) was replaced by
LAd
E =−

m 
1 X 1
log D(Es (IjS ))
2m j=1 2

1
+ log(1 − D(Es (IjS )))
2
1
+ log D(Er (IjR ))
2

1
+ log(1 − D(Er (IjR ))) ,
2

(8)

of which the weights in source and target encoders were
shared, i.e., Es = Er .
Fig. 10 compares the results, from which we can see
that the domain confusion approach (DCT) has much larger
errors than ADT, either with or without the PI controller.
The approaches with the PI controller achieved better
performances than the ones without. In particular, ADT has a
13% smaller median perception error than ADT without PI;
DCT’s median error is 35% smaller than that of DCT without
PI. These results show that the PI controller did help improve
the adaptation no matter using an adversarial loss or domain
confusion loss. The adversarial loss worked better than the
domain confusion loss for our case.
5.3.3 Appropriate desired LAd
D for the PI controller
To investigate how the desired discriminative loss LAd
D for
the PI controller influences the adaptation performance, 8
perception modules were adapted with different desired LAd
D .
Their estimation errors are shown in Fig. 11. We can see
that the modules with goals between 0.26 and 0.30 have
very similar performances. The others outside the interval
have larger errors: the smaller or larger the desired loss is,
the larger the perception error is. This shows that too large
or small desired LAd
D could cause worse adaptation, while
setting the desired loss to a certain range (0.26-0.30) helps
achieve good perception adaptation.
5.3.4 Appropriate discriminator networks
To study how discriminator network architecture could
influence the adaptation performance, we adapted 8
perception modules with different discriminator networks
below: (numbers in brackets represent the number of units
in each layer)
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Number of Trajectories

Desired Discriminative Loss

Fig. 11. The box-plots for perception modules adapted using the
ADT approach with different desired discriminative losses for the
PI controller.

Fig. 13. Control performance curve which shows the median (red
square), first quartile (Q1, lower bar) and third quartile (Q3, upper
bar) of the Euclidean distances between the target and end-effector.
Three control modules were evaluated in 45 trials. They were
trained with different numbers of trajectories (the numbers in
brackets). Their success rates are also listed.

20

5.4

Perception Error [cm]

15
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5
3.2

2.9
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2.7

2.7

2.6

2.6

0
Net 1
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Net 6

Net 7

Net 8

Discriminator Network

Fig. 12. The box-plots for perception modules adapted using the
ADT approach with different discriminator network architectures.

•
•
•
•
•
•
•
•

Net 1: 2 hidden layers, (32,32);
Net 2: 2 hidden layers, (64,64);
Net 3: 2 hidden layers, (128,128);
Net 4: 2 hidden layers with units (256,256), the one
used in other experiments;
Net 5: 2 hidden layers, (512,512);
Net 6: 3 hidden layers, (256,256,256);
Net 7: 4 hidden layers, (256,256,256,256);
Net 8: 5 hidden layers, (256,256,256,256,256).

Fig. 12 shows the errors of the 8 perception modules.
We can see that Net 3-8 have similar perception errors
with a median error of either 2.6 cm or 2.7 cm. Net 1
and Net 2 have larger errors, among which Net 1 is the
worst. These results indicate that the discriminator network
architecture plays an important role in the ADT approach.
A discriminator with too few units in hidden layers (Net 1
and Net 2) has insufficient capacity to well distinguish the
differences between simulated and real domains, therefore
cannot provide enough guidance for a target encoder to be
as similar as possible to a source encoder. For our case, a
network wider or deeper than Net 3 (including Net 3) is
sufficient, and makes no big difference by further widening
or deepening it.
Prepared using sagej.cls

Control Module Performance

To investigate how many trajectories are sufficient for
training a control module, we evaluated three control
modules trained with different control datasets which have
varying numbers of trajectories: 118, 333, and 2964 (i.e.,
ZSc (118; 10677), ZSc (333; 30225), and ZSc (2964; 269851)).
As introduced in Section 4.3, the trajectories in each dataset
were all collected in simulation (therefore cheap) for targets
uniformly distributed in the operational area. In training, we
used a mini-batch size of 64 and a learning rate decreasing
from 0.01 to 0.001 with respect to training steps. The metrics
of control error and success rate were used in the evaluation.
Their performance in 45 real-world reaching trials are shown
in Fig. 13. The 45 trials were for 15 targets (3 trials for each
target) uniformly distributed in the operational area, with
random initial left arm configurations (normally distributed
around the reference configuration in Fig. 5B).
From Fig. 13, we can see that a control module trained
with more trajectories is able to achieve a better control
performance in terms of both control error and success
rate. The control module trained with 118 trajectories has
a success rate of 80%; the other two are 100%. It also has a
much larger control error than the other two. This indicates
that 118 trajectories are too few to get a good control
module. The module trained with 2964 trajectories achieved
a slightly smaller control error (0.9 cm, Q3:1.2 cm) than the
one (1.0 cm, Q3:1.7 cm) trained with much fewer trajectories
(333). This shows that 333 trajectories are sufficient to
get a reasonably good control module. Trading off the
performance and number of trajectories, we pick the control
module trained with 333 trajectories to compose the network
for end-to-end reaching in Section 5.5, labelled as CC.
As a comparison, we also evaluated the pseudo-inverse
method (which was used to collect trajectory samples) in
the real world, using joint angles and target position (not
images) as inputs. It has a median control error of 0.2 cm
(Q3: 0.5 cm), which is smaller than the three trained control
modules. However, the control error of CC is small enough
for our experiments, since it is much smaller than the
perception error of Ps1 and PP (i.e., the control performance
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Table 2. End-to-end Fine-tuning Settings

Fine-tuning Case

Datasets

Naive End-to-end Finetuning for EE1

ZSc (333; 30225)
ZR
Sup (186)

Weighted End-to-end
Fine-tuning without
LAd
p for EE2

ZSc (333; 30225)
ZR
Sup (186)

Weighted End-to-end
Fine-tuning with LAd
p
for EE4

ZSc (333; 30225)
ZSSup (3000)
ZR
Sup (93)
ZR
Ad (186)

Detailed Settings
Fine-tuned EE0 using Lc (Eq. (2)) in an end-to-end fashion with s = I. A
learning rate of 0.01 and a mini-batch size of 64 were used. The 186 labelled
real images (from ZR
Sup (186)) for Ps1 were used here with velocity labels
obtained using the same method for control datasets in Section 4.3. Similar
to the training of Ps1 , 87.5% samples in a mini-batch were real ones; the
simulated ones were from ZSc (333; 30225).
End-to-end fine-tuned EE0 using the weighted loss L (Eq. (3)) with Lp =
LSup
, β = 0.9. A learning rate of 0.01 was used with a mini-batch size of 8
p
and 64 for Lc and Lp respectively. In each fine-tuning step, 8 random imagevelocity pairs from ZSc (333; 30225) were used to obtain δLc ; its imageposition pairs were used with labelled real images (from ZR
Sup (186)) to
obtain δLSup
.
Similar
to
the
training
of
P
,
87.5%
samples
were
real ones
s1
p
in a mini-batch for LSup
,
i.e.,
56
real
and
8
simulated
samples.
p
End-to-end fine-tuned EE3 using the weighted loss L (Eq. (3)) with Lp =
LSup
+ LAd
p
p (Eq. (1)), β = 0.9. A learning rate of 0.001 was used with a
mini-batch size of 16 and 32 for Lc and LSup
respectively. In each finep
tuning step, 16 image-velocity pairs from ZSc (333; 30225) were used to
obtain δLc ; its image-position pairs were used with labelled real images
. In a mini-batch for LSup
, 50% samples
(from ZR
p
Sup (93)) to obtain δLSup
p
were real ones, i.e., 16 labelled real and 16 labelled simulated images. The
adversarial loss LAd
p (Eq. (5)) was calculated in a more complex way. In
particular, 32 simulated images (the same 16 samples from ZSc (333; 30225)
and 16 more from ZSSup (3000)) and 16 unlabelled real images (from
Ad
ZR
Ad (186)) were used to calculate LD ; and the same 16 unlabelled real
images were used to calculate LAd
E .

will not be the end-to-end performance bottleneck). Our
future work will try to use reinforcement learning to further
improve the control performance, but we focus on policy
transfer in this paper.

5.5

Hand-eye Coordination

To further improve hand-eye coordination, we proposed an
end-to-end fine-tuning approach using weighted losses. To
evaluate the effectiveness of the approach, we compare five
combined networks and a baseline:
• Baseline: composed by Ps1 and the pseudo-inverse
method used to collect trajectory samples;
• EE0: composed by Ps1 and CC, directly connected
after separate training without end-to-end fine-tuning;
• EE1: EE0 end-to-end fine-tuned naively, only using
the control loss Lc ;
• EE2: EE0 fine-tuned using the proposed approach
with weighted losses, without LAd
(i.e., Lp =
p
LSup
);
p
• EE3: composed by PP and CC, directly connected
after separate training without end-to-end fine-tuning;
• EE4: EE3 fine-tuned using the proposed approach
Sup
with weighted losses, with LAd
+
p (i.e., Lp = Lp
Ad
Lp ).
The detailed end-to-end fine-tuning settings for EE1, EE2
and EE4 are listed in Table 2. In the naive fine-tuning
for EE1, extra velocity labels were collected for the real
images in ZR
Sup (186). The datasets used in the weighted
Prepared using sagej.cls

fine-tuning for EE2 and EE4 are those used for their
component perception and control modules, i.e., no extra
dataset is required for the our weighted end-to-end finetuning approach.
In the fine-tuning for EE2 and EE4, the hyper-parameters
such as β and the percentage of real samples in a mini-batch
were empirically determined through 5-7 tuning
for LSup
p
experiments for each parameter. Too large or small β or
percentage of real samples could cause less improvement
in hand-eye coordination or even worse performance. The
is crucial to avoid catastrophic
usage of real images for LSup
p
forgetting of adapted perception modules. From Table 2, we
can see that EE4 needs fewer real samples in a mini-batch
than EE2. This is because LAd
p in the fine-tuning for EE4
provides extra help to avoid catastrophic forgetting.
The baseline and combined networks were first evaluated
in the real world without distractor objects on the table
(Fig. 14A), then the case with novel distractor objects in
clutter (Fig. 14B). In the case of Fig. 14B, 6 novel distractor
objects (not seen in training) and 3 more white board eraser
boxes (only the single box case was seen in training) were
used in addition to those 11 distractor objects appeared in
training. The metrics of control error (e) and success rate (σ)
were used. emed and eQ3 are the median and third quartile
of control errors. Their results in 45 real-world reaching
trials are listed in Table 3. The 45 trials were for the same
targets and initial left arm configurations used in Section 5.4.
The results for CC and the pseudo-inverse method (from
Section 5.4) are also listed in the table (first two rows).
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Fig. 14. Test cases for end-to-end performance. A: reaching the blue cuboid without distractor objects; B: reaching with seen and novel
(not seen in training) objects as distractors; C: reaching with occlusion(s); D: reaching when the target is moving.
Table 3. End-to-end Control Performance

Test Condition
Control with ground-truth Θ

Single object (Fig. 14A)

Clutter with novel objects (Fig. 14B)

With occlusions (Fig. 14C)

Network / Method
The pseudo-inverse method
CC
Basline: Ps1 + the pseudo-inverse method
EE0: Ps1 + CC
EE1: naively fine-tuned EE0
EE2: EE0 fine-tuned using our approach
EE3: PP + CC
EE4: EE3 fine-tuned using our approach
Baseline
EE0
EE1
EE2
EE3
EE4
EE4

From Table 3, we can observe similar trends in the results
for the cases of Fig. 14A and Fig. 14B. In comparison, the
baseline and combined networks have larger errors in the
case with distractor objects (more realistic). In particular,
Baseline achieved similar performances in the two test
cases: similar median control errors (2.5 cm and 2.6 cm) and
success rates (86.7% and 80.0%). Its errors are quite close to
the perception error of Ps1 (2.8 cm, Q3:3.9 cm), but much
larger than that of the pseudo-inverse method. This shows
that the performance bottleneck of Baseline mainly comes
from the perception module, and that Ps1 was generalized to
both test cases.
In contrast, EE0 achieved a similar performance in the
case of Fig. 14A (2.7 cm emed and 86.7% σ), but has an
obvious performance drop in the case of Fig. 14B: median
error and success rate decreased to 3.5 cm and 68.9%. The
decreased error is much larger than that of Ps1 and CC.
This shows that, for a directly connected network (EE0), the
performance bottleneck comes from not only its component
perception module (Ps1 ) but also the coordination between
perception and control (CC).
A similar performance drop can also be observed from the
results of EE3 in the two test cases: emed decreased from
2.1 cm to 2.9 cm. However, the decrease of its success rate is
Prepared using sagej.cls

emed [cm]
0.2
1.0
2.5
2.7
6.0
1.9
2.1
1.6
2.6
3.5
11.3
2.1
2.9
1.8
4.6

eQ3 [cm]
0.5
1.7
3.7
3.9
7.8
2.7
2.6
2.9
4.3
4.8
17.7
2.7
3.4
2.6
8.5

σ [%]
100
100
86.7
86.7
42.2
95.6
95.6
97.8
80.0
68.9
13.3
95.6
93.3
97.8
48.9

trivial (from 95.6% to 93.3%). And EE3 has much smaller
errors and much higher success rates than EE0 in both cases,
although the two combined networks have the same control
module CC and perception modules with similar errors (Ps1 :
2.8 cm, Q3:3.9 cm; PP: 2.7 cm, Q3:3.9 cm). These results
show that a directly connected network (EE3) consisting
of a perception module trained using ADT (PP) has better
hand-eye coordination, i.e., PP has an output distribution that
better fits the control module CC than Ps1 .
After weighted end-to-end fine-tuning, both EE2 and
EE4 achieved better performances than EE0 and EE3. The
improvement is significant, particularly in the case with
novel distractor objects: EE2 has 40.0% smaller median
control error and 38.8% higher success rate; EE4 has
37.9% smaller median control error. The improvement of
EE4 in success rate is trivial, as EE3 already has a very
high success rate (93.3%). In contrast, EE1 has a much
worse performance than EE0 in the two test cases (its
performance in the case of Fig. 14B is even worse). This
shows that our weighted end-to-end fine-tuning approach is
able to significantly improve the performance of a combined
network, but a naive approach could make the performance
even worse. The end-to-end fine-tuning method works for
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both supervised perception adaptation (EE2) and adversarial
discriminative transfer (EE4).
In addition, EE2 and EE4 even have much smaller
control errors than the errors of their component perception
modules (Ps1 and PP) in the challenging test case with novel
distractor objects. If we individually evaluate the perception
module in EE2 using the same test set in Section 5.1,
its perception error increased from 2.8 (Q3:3.9) cm to
3.0 (Q3:5.2) cm. Similarly, the perception error of EE4
increased from 2.7 (Q3:3.9) cm to 4.2 (Q3:6.1) cm. These
results indicate that the weighted end-to-end fine-tuning did
improve the coordination between the perception and control
modules (hand-eye coordination) in EE2 and EE4, rather
than improving them individually.
To further evaluate the performance of EE4 in more
challenging cases, we conducted more experiments with the
target cuboid partially occluded, as shown in Fig. 14C. From
the results in the last row of Table 3, we can observe an
obvious performance drop compared to that for the cases
of Fig. 14A and Fig. 14B, but EE4 was still able to reach
half of the targets. We also tested EE4 in the case when the
target cuboid was moving (Fig. 14D). It was able to adapt
to target position changes in real time and performed well in
most cases as shown in the attached video∗ .

6

Discussion

The results described above lead us to the following
observations:
Effectiveness of adversarial discriminative transfer The
significant reduction (50%) of required number of labelled
real images for sim-to-real transfer of visuo-motor policies
shows the effectiveness of the adversarial discriminative
transfer. The PI controller and discriminator network
architecture both play important roles in the approach. An
acceptable transfer accuracy (3.0 cm) can be achieved with as
few as 48 labelled real images, which is promising for robotic
applications where labelling data is expensive or impractical.
However, the approach in its current version can only
effectively use a number of unlabelled real images no more
than two times the number of labelled ones. This precludes
using very few labelled and many unlabelled real images to
further reduce the cost. More investigation is necessary to
tackle this problem, enabling a few shots transfer of visuomotor policies from simulation to the real world.
Value of a modular structure and end-to-end fine-tuning
The significant performance improvement of EE2 and EE4
after end-to-end fine-tuning with weighted losses shows the
effectiveness and scalability of the modular approach for
more complicated tasks than the planar reaching (Zhang
et al. 2017a). Benefiting from the modular structure as well
as the ADT approach, visuo-motor policies for a tabletop reaching task can be learned and transferred from
simulation to the real world with just 33225 simulated
(including the 30225 ones for end-to-end fine-tuning) as well
as 93 labelled and 186 unlabelled real samples, achieving
a comparable performance to pure domain randomization
approaches (James et al. 2017) (the reaching stage of the
multi-stage task) but with fewer training data in total.
The modular approach can also be used in more general
ways. Although we explicitly equated the bottleneck layer
Prepared using sagej.cls
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with the target object position in this work, the bottleneck
in general could be any explicit or latent low-dimensional
features (as in an auto-encoder). The perception and control
modules can also be trained with other methods such
as unsupervised learning and reinforcement learning. The
effectiveness of the modular approach for reinforcement
learning (DQN) has been validated in a planar reaching
task (Zhang et al. 2017a,b).
Domain randomization and adaptation In Section 5.1,
the perception module trained with 3,000 simulated images
(Ps0 ) has a large error (47.1 cm), which is much higher
than expected according to (Tobin et al. 2017). Apart from
the experiments in Section 5.1, we also trained a number
of perception modules using simulated images with random
RGB values for the table, floor and robot body rather than
±10% changes around the reference colors. However, this
did not bring significant accuracy improvement. Possible
reasons include: too simple textures (only random RGB
values); too simple randomization for light conditions; no
simulated shadows; or sensitivity to domain randomization
parameters and tuning.
Nevertheless, with the ADT approach, the adaptation
with just a few labelled real images (as few as 48) is
able to transfer a network from simulation to the real
world, and needs fewer simulated images than pure domain
randomization approaches (Tobin et al. 2017; James et al.
2017). The combination of domain randomization and
adaptation is promising for more efficient deep neural
network transfer.

7

Conclusion

In this paper, we proposed an adversarial discriminative
transfer approach for cheaper transfer of visuo-motor
policies from simulation to the real world. Its feasibility
was demonstrated with a modular approach in the task
of reaching a table-top object amongst clutter with a 7
DoF robotic arm in velocity mode. Our adversarial transfer
approach reduced the labelled real data requirement by 50%.
Successful transfer was achieved with only 93 labelled and
186 unlabelled real images. By using weighted losses to
fine-tune a combined network in an end-to-end fashion, its
reaching accuracy was significantly improved (37.9% better
than that before fine-tuning), achieving a success rate of
97.8% with a median control error of 1.8 cm. The learned
policies are robust to novel distractor objects in clutter and
even a moving target. The adversarial discriminative transfer
along with the modular approach is promising for more
efficient sim-to-real transfer of visuo-motor policies.
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Chapter 6
Conclusion

The objective of this thesis has been to investigate deep learning algorithms to enable robots
to learn visuo-motor policies through trial and error in simulation for real-world manipulation
tasks. To achieve the goal, we have evaluated the feasibility of deep reinforcement learning
for robotic reaching, and proposed modular DQNs and adversarial discriminative transfer for
sim-to-real transfer of visuo-motor policies. This chapter summarizes the contributions made
in this thesis and discusses potential improvement and directions in the future work.

6.1

Summary of Contributions

Aiming to answer the three research questions presented in the introduction (Chapter 1), this
thesis has made the contributions below.

(i) The feasibility of deep reinforcement learning for visuo-motor policies

• In Chapter 3, a DQN-based learning system was developed to evaluate the feasibility of
deep reinforcement learning for robotic manipulation, using a robotic planar reaching

task as a benchmark. The learning system consists of a 2D simulator, a DQN learner, and
ROS-based interfaces for operations on a Baxter robot. The DQN-based learning system
is able to learn planar reaching but with a low success rate around 50%.
81
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• K-GPS was proposed in Chapter 4 for more effective policy search. It uses a kinematicsbased controller to guide the policy search. Along with a more appropriate reward func-

tion, K-GPS improved the success rate to above 98% and converged much faster than the
standard ε-Greedy search.

The results (the two contributions above) in Chapters 3 and 4 together help conclude the
first research question: deep reinforcement learning is feasible for robots to learn visuo-motor
policies in simulation if used with appropriate reward functions and policy exploration methods.

(ii) Effective transfer of visuo-motor policies from simulation to the real world
• Real-world comparison evaluations were conducted in Chapter 3 on a Baxter robot with

either real or synthetic images, showing that visuo-motor policies learned in simulation
do not transfer directly to the real world, and that the failure mainly comes from the
appearance differences between simulated and real environments.

• A modular DQN was proposed in Chapter 4 for policy transfer, along with end-to-end
fine-tuning with weighted losses to strengthen hand-eye coordination. Demonstrations

in a planar reaching task show that the approach is able to transfer visuo-motor policies
from simulated to real environments with a reaching success rate above 98%, using 1418
labelled real images. The end-to-end fine-tuning improved the reaching accuracy by
21.7% (from 4.6 cm to 3.6 cm).
• In Chapter 5, the modular approach was further demonstrated in a more realistic robotic

reaching task where visuo-motor policies were learned to control a 7 DoF arm to reach a
target table-top object in clutter, achieving a 97.8% success rate and 1.8 cm accuracy.

The three contributions above help conclude the second research question: under a deep
reinforcement learning framework, modular networks are a feasible option for transferring
visuo-motor policies from simulation to the real world in a tangible way with an acceptable
number of labelled real images.

6.2. FUTURE WORK
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(iii) More label-efficient policy transfer
• ADT was proposed in Chapter 5 to transfer visuo-motor policies from simulation to the

real world in a more label-efficient way. The approach was demonstrated in a benchmark
task of reaching a table-top object in clutter with a 7 DoF robotic arm in velocity mode.
ADT reduced the labelled real data requirement by 50%. Successful transfer was achieved
with only 93 labelled and 186 unlabelled real images. The transferred policies are robust
to novel distractor objects and even a moving target.

• Detailed comparison experiments and analyses were included in Chapter 5 to investigate

the importance of different parameters in ADT, showing that ADT is robust to different
random seeds; the PI controller does help improve the performance; and a large enough
discriminator network is necessary.

The two contributions above help conclude the third research question: the adversarial
discriminative transfer along with the modular approach is an effective solution for more labelefficient transfer of visuo-motor policies from simulation to the real world.

6.2

Future Work

To conclude this thesis, unsolved problems and potential improvement are discussed in this
section as some guidance for the future.

(i) DRL in continuous action space
This thesis has successfully used DQNs to learn robotic reaching in simulation and then transfer
to the real world. However, compared to DQNs (discrete action space), DRL in continuous
action space is more suitable for robotic applications where complex but smooth motion is
wanted. Chapter 5 demonstrated the feasibility of ADT to learn and transfer visuo-motor policies for continuous control in a label-efficient manner, but its effectiveness with reinforcement
learning needs further verification. Enabling DRL in continuous action space for real-world
robotic applications needs more investigations on designing appropriate reward functions and
policy search methods.
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(ii) More general modular structure and training methods
The modular approach did provide the possibility of transferring visuo-motor policies learned
by DRL using a small number of real images with tangible labels. However, the bottleneck layer
was explicitly equated to the scene configuration with physical meanings such as joint angles
and target object position in this thesis. Indeed, the modular approach can be used in more
general ways. The bottleneck in general could be any explicit or latent low-dimensional features. To weaken the reliance on designing appropriate scene configurations for the bottleneck,
more investigations are required, such as using auxiliary tasks like auto-encoders to constrain
the bottleneck and link it to tangible labels.

(iii) More general guided policy search
In Chapter 4, K-GPS led to more effective policies with a shorter convergence time than the
standard ε-Greedy search. However it assumes that we already have some knowledge of the
task to learn, i.e., a model of the task. This assumption limits the possibility of scaling to
broader applications. Future study can be done on using easy-to-access demonstrations (such
as visual demonstration videos) to guide the policy search for more general application cases.

(iv) Visuo-motor policy transfer with very few labelled real images
The ADT reduced the required amount of labelled real images by 50% for policy transfer in
Chapter 5. Such a significant reduction is beneficial for robotic applications where labelling data
is expensive or impractical. However, the approach with its current version can only effectively
make use of unlabelled real images no more than twice the number of labelled ones. Future
studies are necessary to further reduce the cost by making better use of unlabelled real images
or looking for a better trade-off between domain randomization and adaptation, so that only very
few labelled real images are required, enabling a “few shots” transfer of visuo-motor policies
from simulation to the real world.

6.2. FUTURE WORK
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(v) Applications in more complicated robotic manipulation tasks
Although aiming at learning visuo-motor policies through trial and error for robotic manipulation tasks, the approaches proposed in this thesis have only been verified in the benchmark task
of robotic reaching which is part of a realistic robotic manipulation task. More verification is
necessary to evaluate the feasibility of the approach in more complicated robotic manipulation
tasks such as table-top object picking in clutter rather than just reaching. Besides, only RGB
images and joint angles have been used as sensing inputs in this thesis. For robotic manipulation
in the 3D world, depth information is beneficial to reduce perceptual ambiguity. It is worth
trying to use sensing results from stereo cameras or RGBD sensors as neural network inputs for
more robust solutions.
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Appendix A
Response to Thesis Examiners’ Questions

During the examination process of this “thesis by publication”, some examiners had several
questions on some of the published papers in the thesis. As the published papers cannot be
altered, those questions have been presented and responded below.

Questions and answers for the ACRA 2015 paper [Zhang et al., 2015] in Chapter 3
Q1: “Looking at Fig. 7 (p.36) and Fig. 2 (p.32) the grey-scale values seem to differ quite a bit
between simulation and real images, why were color and shape not included in the variations
(Table 1, p.34)?”
A1: I agree that the variations in color and shape can provide some help to generalize a
model from simulated to real scenarios. Therefore, these variations were included in the later
paper [Zhang et al., 2018a] in Chapter 5. However, as some first steps for feasibility evaluation,
these variations were not included in this paper.
Q2: “Fig. 7 (p.36) shows quite distinct edges (and edge detectors are typically something a
DNN learns) where the background was replaced, why not just crop both the simulation and
real images?”
A2: I agree that a more reasonable way would be cropping both the simulated and real images.
The later paper [Zhang et al., 2017a] in Chapter 4 did avoid unnecessary influential factors
like this, where the same phenomenon was observed that a model trained in simulation did not
directly transfer to the real world.
Q3: “p.34: It seems quite counterintuitive that Setting E (6.35 million) was so much faster than
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102

APPENDIX A. RESPONSE TO THESIS EXAMINERS’ QUESTIONS

Setting D (4.75 million).”
A3: This is because a faster GPU (NVIDIA Tesla K40) was used in the training for Setting E.
The other 4 settings (A-D) used a slower GPU (NVIDIA Tesla M2090).
Q4: “p.34: Would be nice to mention the size of the validation set. Using a fixed validation set
in the next section would also get around the mentioned success rate distortions.”
A4: The validation set had 500 frames which was mentioned in the caption of Figure 6 (p.34).
The experiments in the next section (Section 4.2, p.34-35) did use a fixed test set (200 groups of
initial arm configurations and target positions), as introduced in the first paragraph of Section
4.2 (p.35) that “each test took 200 rounds”.
Q5: “p.35: It would have been nice to test on a single setting how large these ‘success rate
distortions’ actually are.”
A5: As introduced in the first paragraph of Section 4.2 (p.35), more testing rounds can make
the testing results closer to the ground truth, and 200 testing rounds were used in this paper.
Some tests had actually been done for a single setting (e.g., Setting A) with different number of
testing rounds (e.g., 20, 50, 100, 150, 200, 500, and 1000), and showed that 200 rounds were
enough to obtain reasonably accurate results (extracting performance changing trends). I agree
that more investigation could be conducted for the future to figure out how large these “success
rate distortions” are.
Q6: “p.35: Was there a fixed maximal episode length?”
A6: The criterion to terminate an unsuccessful trial was not a fixed maximal episode length in
this paper, but when the end-effector did not get closer to a target in 10 consecutive steps or as
introduced in Section 3.3 (p.33) that “the sum of the latest three rewards is smaller than -1”.
A fixed maximal episode length was used in the tests in the papers [Zhang et al., 2017a,b] in
Chapter 4: 100 for 1 DoF; 230 for 2 DoF; 330 for 3 DoF.
Q7: “p.35: Both Agents A and B can adapt to Settings A and B, so does that mean that the
varying initial pose didn’t add anything?”
A7: The difference between Settings A and B was whether random image noise was added,
both settings had a constant initial pose rather than random initial pose. The phenomenon that
both Agents A and B can adapt to Settings A and B shows that the random image noise was not
a key factor for the benchmark task, as introduced in Section 4.2 (p.35).
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Q8: “p.35: The paper mentions that the success rate goes down again for Agent A, but that also
happens for C and D (Table 3, (f) column). What does that imply? Also, a success rate of ca.
50% for such a simple setting seems quite low.”
A8: These phenomena had actually been analyzed in Section 4.2 (p.35). Theoretically, with
an appropriate reward function, the DQN should perform better and better, and the success
rates should go up iteratively. The going down phenomenon was quite possibly caused by the
reward function, which was based on distance changes and had the possibility to guide an agent
to a lower success rate. This problem and the low success rate issue were solved in the later
paper [Zhang et al., 2017a] in Chapter 4 with a more appropriate reward function (p.48) and
policy exploration method (K-GPS, p.48-49).
Q9: “p.36: It is a bit counterintuitive that Agent B was used for transfer and not one of the
others that was trained to be robust.”
A9: The reason why the agents trained with more variations (Agents C-E) were not used was
they had much lower success rates (<50%) even in their training settings (Table 2, p.35), which
indicates that those agents did not converge to a reasonably good stage. Agent B was used
because it had relatively high success rates (around 50%) in both Settings A and B and was
trained with random image noise, as introduced in the first paragraph of Section 4.3 (p.36).
Q10: “p.36: I am not entirely convinced by the use of the synthetic images. How much of a
difference is then left between the simulation and the real robot? The only thing that seems to
be left are the noise and imperfection in the low-level robot arm controller. How large are these
compared to the actions?”
A10: Yes, the differences left were the noise and imperfection in the low-level robot arm
controller when using synthetic images. The accuracy of the low-level robot arm controller
was smaller than 0.0087 rad (43.5% of the 0.02 rad action step). And results in Section 4.4
(p.36) showed that Agent B achieved a consistent success rate with that in simulation, which
indicated that Agent B was robust to this range of joint position noise.

Questions and answers for the ACRA 2017 paper [Zhang et al., 2017a] in Chapter 4
Q11: “p.48: The reward is based on the Cartesian position of the target, how is the mapping
from image space to Cartesian positions done for the real robot experiments?”
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A11: There was a calibration process for the real robot experiments to match the real-world
Cartesian coordinates (2D, vertical plane) with those in the image space. The calibration was
done by matching the real Baxter arm with the simulated arm (which had the same link lengths
and joint configurations with the real one) in a cropped image from a webcam (Figure 3B, p.49).
Three key points were used to guarantee a sufficiently accurate matching: Joints S0 and S1 on
Baxter as well as the end-effector. After the calibration, all real-world Cartesian information on
the 2D plane was the same with that in the image space.
Q12: “p.48: K-GPS seems to be restricted to this very specific setting. This approach corresponds to employing a crude, existing, hand-defined controller to guide the reinforcement
learning process and I would be very surprised if that hasn’t already been explored.”
A12: Yes, the K-GPS is a specific case of the class of approaches employing an existing
controller/method to guide the reinforcement learning process. It assumes that we already have
some knowledge (e.g., kinematics model) of the task to learn, as discussed in Section 6 (p.53).
K-GPS with its current form is only suitable for tasks with kinematics models.
Q13: “p.48: The theoretical performance guarantees of Q-learning depend on exploration and
visiting every state-action pair repeatedly. Is this guarantee (which is admittedly not very useful
in practice) lost with K-GPS?”
A13: In K-GPS, an action is selected by either the kinematic controller or the control network,
as introduced in the last paragraph of Section 4 (p.49). The control network, which was randomly initialized, can be treated as a random action selector at the beginning. It will be biased
when training goes on, but can still maintain some random properties (biased random action
selector) if with appropriate  settings during training. Therefore, technically, the guarantee of
exploring and visiting every state-action pair repeatedly is not lost with K-GPS. To reduce the
dependency on appropriate  settings for future applications, an extra random action selection
process (like that in -Greedy) can be added in its current framework, i.e., an action may also
be selected randomly (not by the kinematic controller or the control network) with a certain
probability.
Q14: “p.49: The target is selected based on a random joint position, which is a valid approach
to ensure that it is reachable. Three degrees of freedom are used so there is redundancy and
the IK is not unique. What happens if the agent is trained with two different, conflicting IK
solutions for similar target positions?”
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A14: As introduced in the last two paragraphs of Section 4 (p.48-49), the IK solutions were
just used to guide the policy search, and the probability of selecting an action through IK
decreased to 0.1 at last. Therefore, the conflicting IK solutions for similar target positions will
not cause problems, the learned policies will eventually converge to maximize the expectation
of accumulated rewards (Eq. (1), p.47).
Q15: “p.49: The robot starts out in a fully guided mode, which seems very high. A related
question is how well the robot performs using only the guiding policy. Isn’t that good enough
to get the robot to the target which would imply you could use supervised learning like in
Chapter 5 rendering the learning problem significantly easier.”
A15: In the paper,  was set to 1 at the beginning (starting out in a fully guided mode) and
decreased to 0.1 linearly in 1 million steps, as introduced in the first paragraph of Section 5.2
(p.50). Experiments in Section 5.2 (p.50-51) showed that K-GPS worked with this  setting for
the planar reaching task. Nevertheless, I agree that  can be set in many different (potentially
better) ways and needs more detailed investigations for the future. Regarding the performance
of the guiding policy, yes, the guiding policy itself (IK solutions) was good enough for the planar
reaching task, but reinforcement learning has the potential to obtain policies better than the
guiding one, i.e., K-GPS has the potential to enable the learning of reaching in more complicated
scenarios where naive IK solutions are not good enough. And I agree that reinforcement
learning also makes the learning much more difficult, the challenges from policy transfer and
reinforcement learning should be decoupled and studied individually at this stage. Therefore,
supervised learning was used instead in Chapter 5 whose focus was the sim-to-real transfer
problem.
Q16: “p.49: The bottleneck states are defined to correspond to the true states. The joint
positions are available for free, so they could be used directly (like in the first experiment in
this chapter and in Chapter 5), what is the advantage of learning them?”
A16: I agree that we can easily obtain joint angles from rigid-body robot arms. That is why
joint angles were used as inputs to a neural network in Chapter 5 (after the lessons from this and
the previous chapters). Nevertheless, showing the possibility of learning visually-guided planar
reaching without joint angles from encoders is valuable for soft robot arms which normally do
not have encoders.
Q17: “Table 1 (p.50): The results show means and standard deviations. The standard deviations
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seem to be quite substantial. Are the differences between the various approaches actually
significant?”
A17: The substantial deviations were caused by the outliers of distance errors, which can be
observed more clearly in Figure 4 (p.50). We can see in Figure 4 that the differences between
various approaches were significant.
Q18: “p.51: ‘target position was set externally’ is not clear.”
A18: In the evaluation of control networks, the target position (2D coordinate) was normalized
and concatenated with the joint angles as inputs to the networks. 20 target positions from a
fixed test set (the same with those used for real trials in Section 5.3, p.51) were tested in the
evaluation.
Q19: “p.51: ‘real-world sensing noise’, it would have been nice to quantify that compared to
the actions of 0.04 rad.”
A19: Baxter’s joint angle sensing accuracy was ±0.0017 rad. Its joint position control accuracy

was smaller than 0.0087 rad (21.75% of the 0.04 rad action step).

Q20: “p.52: The success rates are only mentioned in the text, it would have been nice to also
include them in the table.”
A20: As introduced in the third last paragraph of Section 5.3 (p.52), all networks (except EE1
in the real scenario) achieved a success rate between 98% and 100% with no obvious difference.
So, the success rates were not included in the table.
Q21: “p.52: It is not really clear which values [cm/pixels, med/Q3] the improvement of 21.7%
corresponds to.”
A21: As introduced in the fifth paragraph of Section 5.3 (p.51-52), EE2-FT achieved a much
better performance (21.7% smaller dmed and 96.2% bigger R̄) than EE2. The 21.7% improvement claimed in the Conclusion (p.52) corresponds to the median error (med). It was the same
in the unit of either cm or pixels.

