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I. INTRODUCTION
Active sensing (AS) [1], [2], [3], [4], [5] is one of the most
fundamental problems and challenges in mobile robotics
which seeks to maximize the efficiency of an estimation
task by actively controlling the sensing parameters. It can
roughly be divided into two sub task: the identification of
an objective to achieve (e.g. object to sense, estimation
of vantage points, or selection of sensing modality) and
the ability of a robot to navigate through the environment
to reach a certain goal location. Of particular interest for
heterogeneous robot teams, imposed by their varying sensor
modalities, is the case where AS is used for resolving observation ambiguities. For instance if two exclusively LiDARand camera-equipped robots have to find all red boxes in
the environment, they have two options: First and naively,
they can explore the environment side by side and act as a
single entity when making observations. Second and more
efficiently, they start to explore different areas and sense
independently all red patches and boxed objects on their
own. While not all boxes are red and not all red patches
are boxes, the robots have to resolve the ambiguities of each
others’ observations. However, the second approach demands
coordinative strategies which complexity grows by means of
the number of robots, sensing modalities, and potential object
ambiguities to resolve.
To address this issue, we propose a novel approach to
AS which intrinsically reduces ambiguities of observations
through epistemic (ambiguity resolving) actions. Friston et
al. [6] state that actions enables to realize preferred outcomes,
based on the assumption that both action and perception are
trying to maximize the evidence or marginal likelihood of a
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generative model, as scored by variational free energy. Following this principle, if one could directly obtain an estimation of free energy through the current observation, it would
enable intrinsically motivated training of autonomous agents
to gather information about their environment. Moreover, the
agent would learn an epistemic goal-directed behavior, as it
would only take the effort of driving to a particular vantage
point, iff its sensor modality helps to resolve ambiguity.
We realize this approach by first downsample the raw
sensor observations by means of feature extractors f∗ as
shown if Fig. 1. Second, a multi-modal generative model
is applied to retrieve a common latent embedding of the observations and to estimate the evidence lower bound (ELBO)
as a quantity of free energy. We achieved this by deriving an
objective from the joint marginal likelihood that reveals to
an unsupervised training of a coherent posterior distribution
between all modality permutations by means of a variational
Auto Encoder (VAE). Third, we train an agent applying a
deep reinforcement learning (DRL) approach on the latent
embedding of the VAE with the VAE’s ELBO estimations as
reward signal to perform epistemic actions wrt. its modality.

Multi-Modal Sensory Input

Abstract— We present a novel approach of multi-modal deep
generative models and apply this to coordinated heterogeneous
multi-agent active sensing. A major approach to achieve this
objective is to train a multi-modal variational Auto Encoder
(M²VAE) that integrates all the information of different sensor
modalities into a joint latent representation. Furthermore,
we derive an objective from the M²VAE that enables the
minimization of the evidence lower bound via selection of sensor
modalities. Using this approach as a direct reward signal to a
multi-modal and multi-agent deep reinforcement learning setup
leads intuitively to an epistemic active sensing behavior that
coordinately resolves the ambiguity of observations.
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Fig. 1: Proposed architecture of a single agent comprising: 1) downsampling
and feature extraction; 2) state and reward estimation by the M²VAE; 3)
epistemic action selection of the next vantage point for its modality to
minimize free energy.

Since this contribution concentrates on the generative
models as the central feature enabling our approach, we
stress this part in the Sec. II. Section III presents the
derivation of a multi-modal VAE (M²VAE) which suits our
needs to find a coherent posterior distribution. Furthermore,
we argue that the features of the M²VAE can be applied
as state information as well as reward signal for a DRL
approach in Sec. III-B. An evaluation wrt. to three multimodal VAEs is done in Sec. IV with the application to a
multi-agent DRL (MARL), ambiguity resolving, AS scenario.
Lastly, we conclude our work in Sec. V.

qφabc

qφac
a qφab

a
qφa

qφb
z

z

qφa

pθb

pθa
a0

a

b

a0

b0

qφab

pθa
a0

c

b
qφb

qφbc

z

qφc

pθc

pθb
b0

c0

Fig. 2: Evolution of full uni-, bi-, and tri-modal VAEs comprising all
modality permutations

II. RELATED WORK
We first stress the concept of variational Auto Encoder
(VAE) and the extension to multiple input modalities. Further, we give a brief overview of applications where sensor
data pre-processing techniques, in particular VAEs, have
been exploited as feature extractors to boost deep reinforcement learning.
A. Variational Auto Encoder
VAEs combine neural networks with variational inference
to allow unsupervised learning of complicated distributions
according to the graphical model shown in Fig. 2 (left). A
Da -dimensional observation a is modeled in terms of a Dz dimensional latent vector z using a probabilistic decoder
pθa (z) with parameters θ. To generate the corresponding
embedding z from observation a, a probabilistic encoder
network with qφa (z) is being provided which parametrizes
the posterior distribution from which z is sampled. The
encoder and decoder, given by neural networks, are trained
jointly to bring a close to an a0 under the constraint that an
approximate distribution needs to be close to a prior p(z)
and hence inference is basically learned during training.
The specific objective of VAEs
R is the maximization of the
marginal distribution p(a) = pθ (a|z)p(z) da. Because this
distribution is intractable, the model is instead trained via
stochastic gradient variational Bayes (SGVB) by maximizing the evidence lower bound (ELBO) L of the marginal
log-likelihood log p(a) := La as
La ≥ L = − DKL (qφ (z|a)kp(z)) + Eqφ (z|a) log(pθ (a|z)) .
|
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} |
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}
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This approach proposed by Kingma et al. [7], [8] is used in
settings where only a single modality a is present, in order
to find a latent encoding z (c.f. Fig. 2 left).
B. Multi-Modal Auto Encoder
Given a set of modalities M = {a, b, c, . . .}, multi-modal
variants of Variational Auto Encoder (VAE) [7], [8] have
been applied to train generative models for multi-directional
reconstruction (i.e. generation of missing data) or feature extraction. Variants are conditional VAEs (CVAE) [9] and conditional multi-modal autoencoders (CMMA) [10]. BiVCCA
by Wang et al. [11] trains two VAEs together with interacting
inference networks to facilitate two-way reconstruction with

the lack of directly modeling the joint distribution. Models,
that are derived from the variation of information (VI)
with the objective to estimate the joint distribution with the
capabilities of multi-directional reconstruction were recently
introduced by Suzuki et al. [12]. Vedantam et al. [13] introduce another objective for the bi-modal VAE, which they call
the triplet ELBO (tVAE). Furthermore, multi-modal stacked
Auto Encoders (AE) are a variant of combining the latent
spaces of various AEs [14], [15] which can also be applied to
the reconstruction of missing modalities [16], [17]. However,
while [12], [13] argue that training of the full multi-modal
VAE is intractable, because of the 2|M| −1 modality subsets
of inference networks, we show that training the full joint
model estimates the most expressive latent embeddings.
1) Joint Multi-Modal Variational Auto Encoder: When
more than one modality is available, e.g. a and b as shown in
Fig. 2 (mid.), the derivation of the ELBO LJ for a marginal
joint log-likelihood log p(a) := LJ is straight forward:
LJ ≥ LJ = − DKL (qφab (z|a, b)kp(z)) +
{z
}
|

(2)

Eqφ (z|a,b) log(pθa (a|z)) + Eqφab (z|a,b) log(pθb (b|z))
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However, it is less clear how to perform inference if the
dataset consists of samples lacking from modalities (e.g. for
samples i and k: (ai , ∅) and (∅, bk )). Ngiam et al. [16]
proposes training of a bimodal deep auto encoder using an
augmented dataset with additional examples that have only
a single-modality as input. We therefore name the resulting
model of Eq. 2 joint multi-modal VAE-Zero (JMVAE-Zero).
2) Joint Multi-Modal Variational Auto Encoder from Variation of Information: While the former approach cannot
directly applied to missing modalities, Suzuki et al. [12]
propose a joint multi-modal VAE (JMVAE) that is trained via
two uni-modal encoders and a bi-modal en-/decoder which
share one objective function derived from the variation of
information (VI) of the marginal conditional log-likelihoods
log p(a|b)p(b|a) =: LM by optimizing the ELBO LM :
LM ≥ LM ≥ LJ −
DKL (qφab (z|a, b)kqφb (z|b)) − DKL (qφab (z|a, b)kqφa (z|a))
{z
} |
{z
}
|
Unimodal PDF fitting of encoder b
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Therefore, uni-modal encoders are trained, so that their
distributions qφa and qφb are close to a multi-modal encoder
qφab in order to build a coherent posterior distribution. The
introduced regularization by Suzuki et al. [12] puts learning
pressure on the uni-modal encoders just by the distributions’
shape, disregarding reconstruction capabilities and the prior
p(z). Furthermore, one can show that deriving the ELBO
from the VI for a set of M observable modalities, always
leads to an expression of the ELBO that allows only training
f = {m|m ∈ P(M), |m| = |M| − 1} modality combiof M
nations. This leads to the fact that for instance in a tri-modal
setup, as shown in Fig. 2, one can derive three bi-modal
encoders from the VI, but no uni-modal ones.

C. Application to Reinforcement Learning

following result:

Recent years have shown a rapidly growing trend of utilizing deep learning techniques for robotics tasks. The first deep
reinforcement learning (DRL) approach using deep neuronal
networks for Q-value approximation in an Markov decision
process (MDP) task, that performed well on a variety of Atari
games, was DQN [18] (we refer for further work on DRL for
robotics to the work of Tai et al. [19]). However, one trend
in current RL approaches is to first learn interpretable and
factorized representations of the sensor data using a VAE,
rather than directly learn internal representations from raw
observations [20], [21], [22]. This leads to an interpretable
and factorized latent representations where either a single
latent or a group of latent units are sensitive to changes in
single ground truth factors [23].
While the network architecture and state input are crucial
aspects in DRL, the whole intelligence lies in the reward
function and the art of shaping it, as the learning objective is the maximization of expected cumulative reward
[19], [24], [25]. Furthermore, Active sensing (AS) DRL
approaches guide the learning by following the objective to
maximize entropy reduction or mutual information through
data acquisition [26], [27], [28]. As joint multi-modal VAEs
directly maximizing the evidence lower bound (ELBO) of the
variation of information (VI) [12], as a measure of mutual
information between to modalities, we argue that they tend
to be a good candidate not only for feature extraction, but
also for unsupervised reward retrieval.

LM² = 2/2 log p(a, b) = 1/2 log p(a, b)2 = 1/2 log p(a, b)p(a, b)

III. APPROACH
We first derive the objective to learn a full joint multimodal VAE. Further, we argue that the objective of VAEs is
equivalent to the minimization of variational free energy in
a multi-modal active-sensing scenario in Sec. III-B.
A. Multi-Modal Variational Auto Encoder
While the objective of [11], [16], [12], [13] is to exchange
modalities bi-directionally (e.g. a → b0 ), our primary concern
is twofold: First, find a meaningful posterior distribution
where the sampled statistics of encoder network allows
inference about further actions. Second, find an expression to
jointly train all 2|M| −1 permutations of modality encoders.
By successively applying logarithm and Bayes rules,
we derive the ELBO for the multi-modal VAE (M²VAE)
as follows: First, given the independent set of observable
modalities M = {a, b, c, . . .}, its marginal log-likelihood
log p(M) =: LM² is multiplied by the cardinality of the
set as the neutral element 1 = |M|/|M|. Second, applying
logarithm multiplication rule, the nominator is written as the
argument’s exponent. Third, Bayes rule is applied to each
term wrt. the remaining observable modalities to derive their
conditionals. Further, we bootstrap the derivation technique
in a bi-modal case to illustrate the advantages. By excessively
applying the scheme until convergence of the mathematical
expression, it leads for a bi-modal set M = {a, b} to the

= 1/2 log p(b)p(a|b)p(b|a)p(a)
= 1/2(log p(a) + log p(b|a) + log p(a|b) + log p(b))
= 1/2(La + LM + Lb )
This term can be written as inequality wrt. each ELBO of
the marginals La , Lb and conditionals LM :
2LM² ≥ 2LM² = La + Lb + LM =

(4)

− βa DKL (qφa (z|a)kp(z)) + Eqφa (z|a) log(pθa (a|z))

(5)

− βb DKL (qφb (z|b)kp(z)) + Eqφb (z|b) log(pθb (b|z))

(6)

+ Eqφab (z|a,b) log(pθa (a|z)) + Eqφab (z|a,b) log(pθb (b|z)) (7)
− βab DKL (qφab (z|a, b)kp(z))

(8)

− α DKL (qφab (z|a, b)kqφa (z|a))

(9)

− α DKL (qφab (z|a, b)kqφb (z|b)).

(10)

Equation 4 is substituted by all former derived ELBO expressions that leads to the combination of the uni-modal VAEs
wrt. a and b (c.f. Eq. 5 to 6) and the JMVAE comprising
the VAE wrt. the joint modality ab (c.f. Eq. 7 to 8) and
mutual latent space (c.f. Eq. 9 to 10). Equation 5 and 6
have the effect that their regularizers cares about the unimodal distribution to deviate not too much from the common
prior while their reconstruction term shapes the underlying
embedding of the mutual latent space. We further introduce
the concept of β-VAE by Higgins et al. [20], [29], [30] to
the reagularizers via β∗ and adopt the factor α from Suzuki
et al. [12] for the mutual regularizer. However, while β-VAE
have the property to disentangle the latent space, our main
concern is the balance between the input and latent space
using a constant normalized factor βnorm = β∗ D∗/Dz .
If the derivation, which we leave out for the sake of
brevity, is applied to the log-likelihood LM²M of a set M,
one can show that it results into a recursive form consisting
of JMVAEs’ and M²VAEs’ log-likelihood terms
X
1
1
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Properties of Eq. 12 are as follows:
|M|
• the M²VAE consist out of 2
−1 encoders and |M|
decoders comprising all modality combinations
• while it also allows the bi-directional exchange of
modalities, it further allows the setup of arbitrary modality combinations having 1 to |M| modalities
• subsets of minor cardinality are weighted less and have
therefore minor impact in shaping the overall posterior
distribution (vice versa, the major subsets dominate the
shaping and the minor sets adapt to it)
• all encoder/decoder networks can jointly be trained
using SGVB

By applying the difference of the ELBO before and
after an observation, as reward signal to an reinforcement
approach, we enforce epistemic behavior as particular modalities would only make observations, if the detection helped
the VAE to increase the ELBO
IV. E XPERIMENTS
We prepared two experiments to test the M²VAE and
further, learn actions from latent space in a distributed
heterogeneous active-sensing scenario: First, we investigate
a comprehensive bi-modal (a, b) observation of Mixtureof-Gaussians (MoG-Experiment) in Sec. IV-A having ten
classes (0, . . . , 9) to depict and evaluate properties of the
M²VAE (c.f. Fig. 3). a’s observations are organized on a grid
where (5, 6, 7) and (0, 8) result into ambiguous observations
by sharing the same mean. b’s observations are organized
on a circle where (0, 9) have ambiguous mean values.
Further, we compare our M²VAE with other multi-modal
VAE approaches qualitatively, by visualizing the latent space,
and quantitatively by performing lower bound tests LM
f for
f ⊆ M wrt. to the decoding of all modalities
every subset M
pθM :
LM
f = Eqφ

f
f (z|M)
M

log

pθM (M|z)p(z)


f
qφ z|M

(17)

f
M

with p(z) = N (z; 0, I). Second, we investigate a tri-modal
(a, b, c) active-sensing scenario (Robot-Experiment), similar
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B. Learning Epistemic Active Sensing
Fristen et al. [31] state that minimizing free energy is
equivalent to maximizing model evidence, which is equivalent to minimizing the complexity of accurate explanations
for observed outcomes. More recently, Higgins et al. [20]
state that the objective of Eq. 1, i.e. the maximization
of the evidence lower bound (ELBO) by training a VAEs
parameters, is equivalent to the minimization of variational
free energy. In the multi-modal case, we first have to argue
about how the free energy behaves under partial observations.
Considering Eq. 4 we can ensure that the all encoders
qφ∗ matches due to the optimization wrt. to the mutual
information between the modalities. Therefore, we can argue
just by contemplating the reconstruction capabilities of the
VAE.
If there exist a latent embedding zb from which a VAE’s encoder is able to reconstruct all observations (b
z → a0 , b0 , . . .),
then it was inferred by an unambiguous observation. In
that case the free energy was minimized and no additional
observation would change the latent embedding zb. On the
other hand, any other ze which results into partially noisy
reconstructions (e
z → a0 + n, b0 , . . .) has the potential to
be adjusted by further observations such that free energy is
minimized. Thus, the VAEs encoder would always result in a
worse reconstruction term as a measure of high free energy:

low

ELBO
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Fig. 3: Bi-modal latent space embeddings by the three multi-modal VAEs
JMVAE-Zero (top/left), tVAE (bot./left), and M²VAE (top/right). The bimodal input signal are an arrangement of MoG distributions with ambiguities wrt. their mean values. The ELBO is estimated by Eq. 17 and is
depicted qualitatively, as it can only be compared between encoders of the
same approach.

to the setup presented in [32], in Sec. IV-B. Three AMiRo
robots [33] as shown in Fig. 4 are equipped with different
sensor modalities and corresponding two-class classifiers
(fa , fb , fc ), able to detect color (a), shape (b), and reflectivity
(c). Compared to the first experiment, the classifiers offer
factorized observations to the M²VAE. Further, a DQN is
trained for every modality with the goal to learn and decide
which object should be sensed next to maximize free energy
decrease based on the M²VAE’s embeddings.
A. MoG-Experiment
A good generative model should not just generate good
data but also gives a good latent representation z. Comparing
the three approaches to estimate the multi-modal marginal
log-likelihood by maximizing the ELBO, one can see from
Fig. 3 that the most coherent latent space distribution was
learned by the proposed M²VAE.
While the JMVAE-Zero learned similarities between qφab
and qφa , it learned a complete new embedding for the classes
(1, 2) with qφb (denoted by ($)). Furthermore, the ELBO per

embedding allows no conclusion between the embeddings of
the various encoders.
The tVAE founds a much more coherent embedding
between the encoders. This was achieved by the fact, that
first the full multi-modal VAE, consisting out of the encoder
qφab and two decoder pθa and pθb , was trained. Second, the
decoder weights are pinned to train the remaining uni-modal
networks which enforces coherence. However, the ELBO
per embedding also does not allow any direct conclusion
between the embeddings of the various encoders. This is
depicted by (∼), where the multi-modal encoder qφab produces embeddings of higher energy than these of the unimodal ones. This can happen as there is no regularizer which
enforces the variational distribution of the encoders to match
each other and thus, the KL-divergence may differ between
the models for similar encodings.
The M²VAE on the other hand enforces the encoders
inherently to approximate the same posterior distribution
which can be seen by the strong coherences between all
embeddings. Furthermore, classes which are separated in the
multi-modal latent embedding collapse to the mean values
in the uni-modal ones as denoted by (+) and (−). This
behavior is also rendered by the ELBO. As the M²VAE
makes ambiguous embeddings, the reconstruction loss drives
up (c.f. (∗) and (/)).
The embeddings also show an interesting fact about the
class (0): As this class is only ambiguously detectable in
the uni-modal case, all VAEs learn an linear separable and
therefore unambiguous embedding if both modalities make
observation of this class (denoted by (−) for the M²VAE).
B. Robot-Experiment

i.e. a proximity sensor based FE that distinguishes between
reflective and mat objects. The M²VAE architecture is stated
in Sec. V.
The required modality combinations to archive unambiguously classification of an object is shown in Table I. However,
Fig. 5 shows, that the M²VAE is able to detect ambiguous
classifications (c.f. Tab. I) and is able to develop a coherent
relation by means of distribution and ELBO.
We define the properties of an MDP to learn epistemic
behavior as follows: Sr = (z1 , . . . , zN , Dr1 , . . . , DrN ) is
the state vector comprising N objects with feature z and
the current Euclidean normalized distance D of robot r to
each object. We added the distances to encourage myopic
behavior, which leads to the fact that first ambiguities of
nearer objects are resolved. We allow free communication
and thus, the object features z are updated and shared among
all robots. zn = (µ1n , . . . , µDz n , DKL ) comprises the latent
embedding of an object plus the current estimated KLDivergence as a proxy of the ELBO. It is worth mentioning,
that calculating the ELBO by Eq. 17 for real subsets of M is
only possible if the full observation is known. This can only
be ensured during training, as the ground truth is known, but
not during testing. Therefore, we use the KL-Divergence as
a sufficient proxy for the ELBO, as it can directly derived
from the sampled statistics (µ and σ) of the encoder network.
Each object n can be observed by taking one action
an , or the episode can be terminated before observing all
objects by the selection of no operation (NOP): A =
(a1 , . . . , aN , NOP), while dependent on the robots modality
m, an action an samples from the posterior qφm (zn |mn ).
However, if there is a former observation of the object n by
any other set of modalities M0 , the former latent embedding
zn0 is first encoded after which the robot applies a multimodal encoder
[
qφm∪M0 (zn |m, M0 ) with M0 =
pθm0 (m0 |zn0 ) (18)
m0 inM0

Fig. 4: AMiRo robots (left) and Robot-Experiment (right)

To train the M²VAE and to obtain the desired behavior
of a proper latent distribution, we apply three two-class
support vector machine (SVM) (fa , fb , fc ) to derive feature
vectors for each modality with dimensionality Da ≡ Db ≡ Dc
(c.f. Fig. 1). Training the M²VAE on raw data resulted
in non-sufficient results. We conjecture that this effect is
caused by the necessarily larger network architecture which
causes the weights in deep layers to collapse [34] and by
the imbalance in the reconstruction loss term for varying
modality dimensionality. The experiment was performed on
a comprehensive scenario with four classes (c.f. Table I)
and three modalities M = (a, b, c): fa → a i.e. a camera
based feature extractor (FE) that distinguishes between red
and green objects; fb → b i.e. a LiDAR based FE that
distinguishes between round and edgy objects; fc → c

Equation 18 performs sensor fusion in-place and is applied
as depicted in Fig. 1.
We train a modality dependent deep Q-Network (c.f.
architecture and parameters in Sec. V) to estimate the action
ar which maximizes the ELBO decrease, given the current
state Sr . Therefore, the reward R is defined by the increase
of negative ELBO after observation of object n by R ∝
∆Ln = L0n − Ln . Thus, the reward is shaped as follows:
R = ∆Ln + (1 − Dn ) if the observation led to a decrease
of the ELBO; R = −1 if there is no decrease; quitting the
exploration by NOP results in R = 0.
It is worth mentioning that there is no interaction between
the agents and thus, the learning process is decoupled since
all robots act independently of one another. Furthermore,
we estimate the distances during training geometrically and
during testing in Gazebo in real life via ROS move base.
This decouples the training from performing real actions and
allows the efficient sampling of object and robot positions
to generate data which increases training time drastically.
As a matter of fact, the feature extractors f∗ abstracts the

Fig. 5: Left: Visualization of jointly trained latent space embeddings z for all seven encoders qφ∗ of the subsets P(M)\∅ with M = {a, b, c}. Left/Top:
Classes that are unambiguously detectable by a subset share similar distribution among all latent spaces (c.f. (1) vs. (a), (a,c), (a,b), and (a,b,c)). Ambiguous
f collapse to the mean value of the separable classes (c.f. (b,c) and (a,b,c) vs. (3) and (1)). Left/Mid.: ELBO coloring show high
detections from any set M
add obs. of (a)
values for ambiguous embeddings and vice versa. The ELBO decreases with every modality that joins the subset ((c) vs. (3) −−−−−−−→ (a,c) vs. (3)
add obs. of (b)
add obs. of (a)
−−−−−−−→ (a,b,c) vs. (3)), whereas a subset which unambiguously detects a class has already the lowest ELBO value (c.f. (b) vs. (2) −−−−−−−→ (a,b)
add obs. of (c)
vs. (2) −−−−−−−→ (a,b,c) vs. (2)) Left/Bot.: The KL-Divergence shows reciprocal behavior to the ELBO, as it has to tighten its shape against the prior
to find an specific encoding that allows better reconstruction. Right: Evolution of the ELBO for jointly trained encoder/decoder networks in a tri-modal
setup. Minor subsets of M are always worse because they can never reconstruct ambiguous information (e.g. all encoders pθ∗ are able to reconstruct a0 ,
b0 , and c0 if qφa encoded (1), but fail on b0 and c0 if it encodes (2), (3), or (4)).

class vs. modality
green, mat, cyl. (1)
red, mat, cube (2)
red, mat, cyl. (3)
red, shiny, cyl. (4)

a b c
X
X
X X X
X

Accuracy
JMVAE-Z.
tVAE
M²VAE

w/
65.99,
71.16
82.89

w/o
69.78
81.38
95.55

TABLE I: Left: List of required modalities to perform unambiguous classification. Right: Accuracy of taking optimal actions to resolve ambiguity w/
and w/o a distance depended reward R over 1000 experiments.

sensing in simulation and reality which allows zero-shot
domain adaptation [21].
We evaluated the training by the total reward the agent
collects in an episode averaged over a 512 randomly sampled
environments. The average total reward metric is shown in
Fig. 6; it demonstrates the successful adaptation of each
modality’s network to our task (c.f. application video1 ).
However, Fig. 6 reveals no information about the epistemic behavior, as the reward comes from the unsupervised
trained VAEs. Thus, we measured the accuracy of all robots,
taking the next most informative action (i.e. independent
of distance) which we were able to evaluate due to the
comprehensiveness of the experiment. Table I reveals that
training a DQN by the proposed M²VAE leads to the highest
accuracy. Eliminating the leverage of the distance dependent
reward leads to an almost perfect behavior which remains
only affected by the noisy feature extractors.
V. CONCLUSIONS AND FUTURE WORK
We presented a novel approach of multi-modal deep generative models (M²VAE) that enables inference, sensor fusion,
and epistemic behavior through ambiguity-resolving actions
in a deep reinforcement application. The M²VAE is trained
unsupervised based on various classification outputs to build
a coherent and expressive posterior distribution between all
subsets of input modalities. Furthermore, we have shown that
1 https://goo.gl/ZuMwmb

Fig. 6: Average reward during training.

a beneficial detection, by means of a sensor modality that
can contribute information wrt. the observation, is equivalent
to the maximization of the evidence lower bound. This
led us to the principle of active sensing and minimization
of free energy via actions. We applied our approach to a
multi-agent deep reinforcement learning scenario with the
emergent behavior that robots, which hold a particular sensor
modality, only approached objects where their detection can
contribute to the overall estimation of the object.
Prospective work will concentrate on direct unsupervised
learning of raw sensory inputs via M²VAEs, applications to
parametric free mapping, and the extension to multi-agent
actor-critic RL.
APPENDIX
DQN: Build by means of [35]: γ = .95, start = 1., min =
.01, and decay = .995. Q-network: fc 21(input)-24(ReLU)24(ReLU)-5(linear) Optimizer: Adam w/ α = .001.
M²VAE: Uni-modal Encoder: 2(input)-128(ReLU)64(ReLU)-2(ReLU). Multi-modal Encoder: 2(input)128(ReLU)-64(ReLU)-x64(Concat)-64(ReLU)-2(ReLU).
Decoder:
2(input)-64(ReLU)-128(ReLU)-2(sigmoid).
Optimizer: Adam w/ α = .001.
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