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1. Introduction
Cartesian Genetic Programming (CGP) is
a type of programming in which a solution
to a pre-defined problem is solved
autonomously. CGP is characterised by
ability to be very general with regards to
the domains in which it can be applied.
CGP has been implemented in the image
processing domain by incorporating image
processing specific knowledge to the
process.
While Cartesian Genetic Programming for
Image Processing has successfully been
implemented and proven to work. Not
much time has gone into researching how
the process works.
In this work, we not only present
techniques with which to test the different
outputs created by CGP-IP, we also
present a version of CGP-IP that will work
on the Linux operating system.
2. Similarities Between Evolved Filters
To be able to determine any similarities
between filters, they first had to be created.
Three sets of at least four filters were made
from three different datasets. Each dataset
consisted of at least four input/target pairs
that would be used in the evolution process.
The evolution process was run for
anywhere between two and eighteen hours,
creating filters of varying levels of fitness.

These filters were compared with each
other to find out if there were any
attributes that filters shared.
2.1 Dataset One – Container
Four filters were developed using the
Container dataset which contained four
images of various angles of a white
cylindrical container with colourful
markings. The evolution process was run
five times for two to ten hours.
The first filter had a fitness of
0.317292214091877, used 6 functions and
was evolved in 2 hours and 30 minutes.
The second filter had a fitness of
0.254300979469829, used 10 functions
and was evolved in 11 hours.
The third filter had a fitness of
0.206962103510795, used 9 functions and
was evolved in 10 hours.
The fourth filter had a fitness of
0.0991310036753668, used 10 functions
and was evolved in 3 hours.
The last filter had a fitness of
0.28477891122366067, used 8 functions
and was evolved in 4 hours
From these filters, it was seen that three
functions were used by the majority of the
filters. This could show that the three
functions (TOPHAT, SMOOTH and
ABSTHRESHOLD) are important in the
evolving of a good graph. However, none
of these functions were used in the filter

that had the best fitness. The filter with the
best fitness also had the least similarities
with the other evolved filters.
The biggest hurdle in the evolution process
seems to be the bottom half of the
container in the first input image. Only one
filter was able to successfully find it.

2.2 Dataset Two – Cow Cup
Four filters were made using the Cow Cup
dataset which contained seven input/target
pairs. The filters were run for between six
and eighteen hours.
The first filter had a fitness of
0.399330946544577, used 17 functions
and was evolved in 18 hours.
The second filter had a fitness of

0.381823740926714, used 10 functions
and was evolved in 6 hours and 30 minutes.
The third filter had a fitness of
0.594229473716161, used 7 functions and
was evolved in 12 hours.
The fourth filter had a fitness of
0.46982639395185, used 9 functions and
was evolved in 10 hours.
This set of filters were very different from
each other. The fitness ranged from 0.49 to
0.59 and none of the filters shared
functions with one another.
This dataset was one of the more difficult
datasets as the input images had the most
amount of background noise and the cup
was quite small in three of them.

2.3 Dataset Three – RepCalc
The third set of filters were evolved using
the RepCalc dataset. RepCalc was is a part
of the Rep/Rot dataset which contains four
images if various household items
scattered around a table. Each of the items
has a target image associated with them.
This dataset has eight input images and
forty target images. The target images are
separated by item and whether the items
were relocated between each photo or the
camera was rotated around the table.
The first filter had a fitness of
0.401521483631597, used 16 functions
and was evolved in 10 hours.
The second filter had a fitness of
0.272819384501658, used 8 functions and
was evolved in 9 hours and 30 minutes.
The third filter had a fitness of
0.10761772618082, used 22 functions and
was evolved in 15 hours and 15 minutes.
The fourth filter had a fitness of
0.675788342170004, used 12 functions
and was evolved in 11 hours.
The last filter had a fitness of
0.301139751744905, used 23 functions
and was evolved in 17 hours.
These filters were some of the longest
evaluated, with two using twenty-two and
twenty-three functions. These filters were
also the most similar to each other with
four functions being used by the majority
of the filters. The four functions that were
used the most were SHIFT, GRADIENT,
UNSHARPEN,
CLOSE
and
SHIFTDOWN.
3 Processing Time vs. Accuracy
The second experiment was undertaken
because it was found that some of the
evolved filters were taking a long time to
process one frame. This long processing
time was reducing the fps of a video input
by a factor of ten, making it almost
unusable in that situation.
Each filter tested was run once against one
of it's original inputs and once using a
video stream from a web cam as an input.
The speed of each image operation was
noted as well as the speed of evaluating

one frame. The accuracy of the single
image input was also noted.
Any image operations that took much
longer than the rest were noted and then
omitted form the filter. The filter was then
run again using the two different inputs
and the processing time and accuracy was
noted.

3.1 Filter One – TeaBox
The first filter tested was one evolved
using the TeaBox dataset. This dataset had
a fitness of 0.24544508291668085 and
used 12 functions. The filter was run
without any alterations and the average
time to process one frame was 0.73
seconds. The main culprit of the high
processing time was the bilateral
smoothing function. It was taking 0.3

seconds and was run twice throughout the
process.
The bilateral smoothing function was then
omitted from the filter and run again. This
time, the filter evaluated one frame in 0.06
seconds. This was much faster than the
original filter. The accuracy of the filter
was not changed too much either. There
was a noticeable increase in the false
positives but it wasn't too large when
compared to the amount of false positives
already present.
This shows that bilateral smoothing is not
extremely important for a filter. It will
make a good filter better, but not a bad
filter good.

on the output of the filter so it was omitted
once again.
The filter was run for a second time with
the omitted bilateral smoothing function
and the processing time once again was
reduced significantly. This time it was
reduced to 0.08 seconds. The accuracy of
the output filter changed very little as well.
This second filter has backed up the claim
that bilateral smoothing is not very
important in producing a good filter.
3.3 Filter Three – RepCalc
The third filter tested was one evolved
from the previously mentioned RepCalc
dataset. This filter had a fitness of
0.272819384501658 and used eight
functions. The filter was run without any
alterations and it took 0.23 seconds per
frame. It was determined that the slow
evaluation time was caused by the
Gradient function.
The gradient function was removed and
the filter was run again. The speed of the
filter had increased but the accuracy of the
filter had changed. Instead of the white
area around where the calculator should be,
the entire image was black. This was
because although the gradient function was
slow, it was an important part of the
process. The gradient function was
equivalent to running twenty-one functions
so it was understandable that it took so
long.

Top: Slow Filter output
Bottom: Fast filter output

4 Accuracy on Linux
Throughout the semester, an effort was
made to translate the code to a Linux
environment. This was because it is much
easier to port programs from Linux to
other systems than it is to port from
windows to other systems.
The code was made to run and to prove
that it was running correctly, filters needed
to be evolved. Two filters were evolved on
the Linux version of CGP-IP. Both filters
were evolved for more than fourteen hours
and then tested.

3.2 Filter Two – RepMetal
The second filter tested was evolved using
the RepMetal Dataset. This dataset had a
fitness of 0.085865842324010982 and
used 10 functions.
The filter was run without any alterations
and the average time to process one frame
was 0.37 seconds. The main culprit of the
high processing time was the bilateral
smoothing function. It was taking 0.3
seconds and was run once throughout the
process. From the first test, it was known
that the bilateral smoothing had little effect

4.1 RepPaper
The first filter was evolved using the

RepPaper dataset. It was evolved on Linux
14.04 for fifteen hours. It ended up having
a fitness of 0.089118724 which is very
good. The filter found almost all of the
paper with very few false positives.
To confirm that the filter had evolved
properly, it was run through FilterMaker
and the output was compared with the
output from the evolution process. The
outputs were very similar. The area that
was shown to be the paper was a bit less
sharp around the edge and that was all.

4.2 TeaBox
The second filter evolved was done using
the TeaBox dataset. It was run for eighteen
hours and ended up with a fitness of
0.1649944. The filter correctly identifies
about ninety percent of the Teabox, with
one input image having a few false
positives on other boxes. The filter was
run through FilterMaker to make sure that
the output filter worked the same as the
output of the best individual of the
evolution process. This time, the two
outputs were identical.

5 Discusison
The results of the first experiment have
shown that it is very hard to predict the
functions that create the filters. The filters
evolved from the same datasets were very
different, only sharing one or two
functions with other filters. In all of the
cases, the best filter of the bunch was
drastically different to the other filters. In
two of the three cases, the best filter was
evolved in the smallest amount of time.
The large difference between each filter
means that a much larger set of filters need
to be used. The evolution process should

be run for a specific amount of time so that
each filter has an equal chance to evolve.
The results given from this test give an
impression that there are some functions
that will lead to a better filter than others
but the small data size hindered the ability
to conclude what those functions were.
The second experiment was a success. The
filters that were evolved on the Linux
machine worked just as well as their
Windows counterparts. Once the code
worked there were no problems with it.
The parameters did not need to be changed,
image functions did not need to be altered
very much and the only functionality that
had to be removed was a simple
visualisation of the change in fitness over
time.
The third experiment opened up a new
avenue to possibly improve the evolution
process of CGP-IP. When looking at a
filter created by a human, the processing
time of that filter will be as low as possible
because the person would have spent a lot
of time optimizing their code. However
CGP-IP does not do this. There is no kind
of speed metric used in the evaluation of
an individual’s fitness. This means that an
individual that is slow to process has the
same weight as an individual that is quick
to process.
A possible improvement to the evaluation
process of CGP-IP would be to introduce
some kind of weighting to the processing
speed of an individual. Possibly some kind
of exponential function that decreases
fitness a lot at high processing speeds and
as the processing speed decreases, the
decrease in fitness is small. A simple
threshold for speed may also prove useful,
rejecting any individual that is slower than
a certain speed.
This addition to the fitness evaluating
process will introduce issues into the
system, namely an increase in the time
taken to evolve a good individual. The
effects of this will have to be explored
alongside the possible new implementation.

6 Previous Work
There have been many works that
successfully attempt to apply CGP to a
problem. Harding et al.[1] adapted CGP to
work with Image Processing. Because
CGP is very easily adaptable to a problem
due to using an integer to represent an
operation, functions from OpenCV were
able to be used in nodes. The input nodes
were not just the images to be processes,
but the various components that make up
an image. The image values of Hue,
Saturation, Value, Red, Green, and Blue
were all possible input nodes. This
approach was tested on several domains.
The first was the evolution of some basic
filters; one for reducing Gaussian noise
and one for reducing salt and pepper noise.
The output functions compared well to
previously published techniques.
Leitner et al.[2] worked on developing a
program that lets a humanoid robot learn
the representatives of objects in its vision.
Its aim was to create a system that would
explore an area and using a basic
segmentation program, provide inputs for
a CGP learner to create efficient object
identifiers for the various objects in the
room. The basis of this work was to let the
robot learn with as little human
intervention as possible.
H. Kim et al. developed a system that
could be taught to recognise objects,
possibly blocked or rotated, in an
environment that is cluttered.[3] The main
focus of this work was to make the system
learn with as little human help as possible.
The robot used to train with the 100
household objects that the work attempted
to recognise was shaped like a human
head, having a similar level of freedom of
movement as a human (Moving eyes up
and down and moving head left and right).
When an object was held a certain distance
away from the robot in its field of view, it

would focus on that object and save video
frames as the object moved and rotated.
These images would be the basis of the
recognition of the object. The training

stage extracts the Gabor-Jet features of the
various images retrieved and clusters them
to create a vocabulary with 64,000
features.

7.0 Bibloigraphy
[1]

S. Harding et al., Cartesian Genetic Programming for Image Processing (CGP-IP) In
Genetic Programming Theory and Practice X, Genetic and Evolutionary Computation.
pp 31-44. ISBN: 978-1-4614-6845-5. Springer, Ann Arbor, 2013.

[2]

J. Leitner et. al “Autonomous Learning Of Robust Visual Object Detection And
Identification On A Humanoid” in Proceedings of, ICDL-EPIROB 2012: San Diego,
CA, USA, pp. 1-6

[3]

H. Kim et al., "Semi-autonomous learning of objects," Computer Vision & Pattern
Recognition Workshop, 2006.

	
  

