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Abstract—We present a deep learning based reactive
controller that uses a simple network architecture requiring few training images. Despite its simple structure and small size, our network architecture, called
ControlNet, outperforms more complex networks in
multiple environments using different robot platforms.
We evaluate ControlNet in structured indoor environments and unstructured outdoor environments.

I. Introduction
For robots to be truly autonomous, they must accomplish a variety of tasks using both on-board sensors
and computational resources. One such task is navigation which involves moving through an environment while
avoiding obstacles. The complete navigation stack consists
of sensing the environment, constructing a map, planning a
path through the environment, and executing the planned
path. This paper focuses on the low-level task of reactive
control (occurs during the execution of the planned path),
where the robot must avoid obstacles that were not present
during map construction such as dynamic obstacles (e.g.,
people, other robots) and items added to the environment after map construction. Consequently, the reactive
controller must be fast, accurate, and has the goal of
not hitting anything without regard to determining the
optimal path around a previously unknown obstacle.
In some cases, reactive control can be incredibly difficult. Consider, for example, navigating through an
outdoor environment where obstacles are mostly trees,
branches, and small stumps. The varying sizes, shapes,
and heights of the obstacles make detection extremely
challenging, and in some cases it can even be difficult for
people see some of the obstacles (such as small tree roots).
At other times, we want our robot to move through indoor
environments, avoiding typical indoor obstacles such as
tables, chairs, trash cans, as well as people.
While impressive advances have been made using lidar
[20], sonar [16], and RGB-D (e.g., Microsoft Kinect) [11],
these sensors suffer from a variety of problems such as high
cost, high weight, and requiring significant computational
overhead. Additionally, material in the environment can
produce incorrect measurements because of the nature of
the active emitter. Contrast this with small, lightweight,
and passive monocular vision sensors, which have been
used in a variety of robotic navigation tasks [26, 5]. Cameras operate in a wide variety of lighting conditions, are
lightweight and low-powered enough to allow deployment

on a variety of different robotics platforms such as ground
and aerial vehicles.
Still, processing image data quickly enough to allow
reasonable robot translation speed is a challenge. Handcrafted features have been used in some cases, but these
can be computationally expensive and are mostly tuned
to operate in specific environments. Our robot should be
able to operate in a wide variety of environments, making
handcrafted features impractical. Instead, we propose endto-end deep learning as a way of adapting to a given
environment, and to associate obstacles with appropriate
control commands to avoid collisions. Given a relatively
modest set of training data in each environment, we learn
a reactive control strategy for how to move while avoiding
obstacles. With current GPU technology, this can run
at frame rate, sufficiently fast enough for accurate robot
control and reasonable traversal speeds.
In this paper, we propose a new convolutional network
structure, “ControlNet”, for ground vehicle reactive control. ControlNet has fewer parameters than other well
known networks (e.g., AlexNet [13], RNN [18], VGG [24])
which allows relatively rapid training permitting ControlNet to quickly learn about new environments it has never
seen before. Additionally, the smaller network structure
requires fewer training images, contributing to shorter
training times.
We choose a convolutional neural network (CNN) approach rather than a deep reinforcement learning approach
(e.g., DQN [19]) since we are interested in rapidly training
ControlNet in new environments. The large data requirements of deep reinforcement learning make it difficult to
quickly train for new environments, in addition to being
difficult to collect large labeled datasets for training.
Motivated by learning from demonstration (LfD) [25],
our approach maps visual features to robot controls in
a supervised fashion where the labels come from human
demonstrations of the appropriate controls for various
environmental states. Additionally, our approach allows
the user to iteratively correct any errors by providing
new examples. Other advantages of our approach are not
requiring depth information nor explicit image segmentation, a potentially time consuming task. Finally, due to
the general features provided by the CNN, our approach
generalizes to obstacles not in the training data and across
multiple robot platforms.

Fig. 1.

ControlNet’s network structure

II. Related Work
Vision-based techniques for obstacle avoidance fall into
two broad categories. The first category attempts to compute the apparent motion – optical flow – of objects
within the scene, and based on this estimated motion,
determine a control input to avoid obstacles [2, 12]. Optical
flow works well in environments with enough texture to
track individual pixels across multiple frames, but fails
in broad texture-less areas or when illumination changes
[9]. Additionally, optical flow is computationally expensive
without specialized hardware [8].
The second category of obstacle avoidance algorithms
uses pixel-level texture information to determine the appropriate control to avoid obstacles [1, 4]. Obstacles are
defined as pixels that differ significantly from the ground
and are detected using standard computer vision features
such as SIFT [10] and FAST [22]. These techniques fail
in environments with visually similar regions, wide illumination differences, and different terrain types with
geometrically similar structures.
Closest to our work, Giusti et al developed a CNN to
control a quadcopter flying in a forest [7]. The authors
collected training data by having a human walk with a
camera through the woods, and then trained a CNN to
produce control commands to control the quadcopter for
following a path through the forest. While their work is
directed more towards following a specific path, we focus
on general navigation.
III. ControlNet
Deep learning is a machine learning technique that
models high level abstractions in input. It has shown great
success in a broad range of tasks from image classification
to voice recognition. Deep learning stacks multiple layers
together, abstracting the data more and more through the
individual layers.
ControlNet abstracts RGB images to generate control
commands: turn left, turn right, and go straight. ControlNet’s architecture consists of alternating convolutional
layers [14] with max pooling layers [23], followed by two
fully connected layers. The convolutional and pooling layers extract geometric information about the environment
while the fully connected layers act as a general classifier.
A long short-term memory (LSTM) layer allows the
robot to incorporate temporal information by allowing
it to continue moving in the same direction over several
frames. Preliminary experiments showed that the LSTM

layer prevents infinite oscillations when the robot encounters situations where both turn left and turn right are
viable options. In other words, without the LSTM layer,
the robot was susceptible to getting stuck in a variety of
environmental states.
ControlNet has 63223 trainable parameters in the following structure (see Figure 1):
• 2D Convolution, 16 filters of size 10x10
• Max Pooling, filter size 3x3, stride of 2
• 2D Convolution, 16 filters of size 5x5
• Max Pooling, filter size 3x3, stride of 2
• 2D Convolution, 16 filters of size 5x5
• Max Pooling, filter size 3x3, stride of 2
• 2D Convolution, 16 filters of size 5x5
• Max Pooling, filter size 3x3, stride of 2
• 2D Convolution, 16 filters of size 5x5
• Max Pooling, filter size 3x3, stride of 2
• Fully connected, 50 neurons
• ReLu
• Fully connected, 50 neurons
• ReLu
• LSTM (5 frames)
• Softmax with 3 ouputs
The convolutional layers perform 2D convolution of their
input with a rectangular filter. When the previous layer
contains more than one channel, the results of the convolutions are summed and transformed by a hyperbolic tangent activation function. Higher activation occurs where
the filter better matches the content of the map. The output of the max pooling layers is the maximum activation
of non-overlapping square regions of the input, and these
layers simply select the winning neurons. The final softmax
layer computes the activation for each of the three classes,
which can be interpreted as the probably of the input
image requiring that robot control.
IV. Experiments
Our experiments had two goals. First, we demonstrate
the effectiveness of this approach to reactive control
in both indoor and outdoor environments. Second, we
demonstrate the effectiveness of ControlNet trained from
scratch compared with a CNN that was pre-trained using
the AlexNet architecture (i.e, fine-tuning). When working
with limited data, one common approach is to fine-tune
an existing network. In this approach, we take an already
trained network and replace the output (softmax) with
a new layer to reflect the target dataset. Then, we train

Fig. 2.

Hard Playpen environment.

the revised network until the network has converged and
target dataset has been learned.
Outputs from ControlNet were mapped to constant
translational and rotational velocities, which were communicated to the robot via ROS [21]. While the robot varied
across the experiments, the camera was always the same:
a Carnegie Robotics SL Multisense. The camera produced
images at 1024x1024 resolution at 15 FPS, and due to
the circular projection, we cropped out the bottom center
512x256 for input into the CNN.
We implemented ControlNet using Keras [3]. The
weights were randomly initialized, and then adaptive
gradient descent [6] was used to minimize the loss over
the training set. We choose adaptive gradient descent to
maximize the predictive value of highly predictive but
seldom seen features. The learning rate was 0.0001, and
training lasted 500 epochs (each epoch consisted of a pass
through the training data and an update of the network
weights) and took approximately one hour.
A. Environments
We conducted experiments in two different environments. The first environment was a constructed “playpen”type environment which measured 7.3 meters by 7.3 meters with walls 1.25 meters high (see Figure 2). For these
experiments, we populated the playpen with a different
numbers of obstacles: the easy environment contained a
single chair, black trash can, and a black plastic box;
the hard environment contained a black trash can, black
plastic box, seven chairs on wheels, and a rolling cart.
The second environment was a path through an unstructured forest. Figure 3 shows an aerial view of the the
upland forest test environment. Measuring approximately
43 meters by 37 meters, the upland forest laboratory
replicates a broadleaf forest typically found in areas of
human settlement that have experienced disruptions due
to agriculture. The forest includes planned and unplanned
vegetation, a pond, and numerous boulders arranged into
box canyons.

Fig. 3. Upland forest with Loop 1 (red) and Loop 2 (blue) marked.

We constructed two loops 2 – 3 meters wide through
the forest: Loop 1 is approximately 80 meters long and
Loop 2 is approximately 40 meters long. Each loop was
simply cleared to ground level; we did not attempt to clear
the paths to bare dirt since we did not want the robot to
simply learn to follow bare dirt rather than move according
to visible features. Figure 4 shows several human-centric
view of the two loops.
B. Training Images
One challenge in applying deep learning to robotics is
acquiring labeled training data. To collect labeled training
images, we tele-operated the robot in the following manner: we placed the robot into situations where we know a
priori what the appropriate behavior is and then collected
images as the robot moved slightly closer and farther away
from an obstacle.
Figures 5 and 6 shows some example training images
from both the indoor and outdoor environments. The
top row was labeled “drive straight”, the middle row was
labeled ”turn left”, and the bottom row was labeled “turn
right.”
For the playpen environment, our training images came
from an slightly smaller playpen of 4.8 meters by 4.8
meters. The training images collected in the playpen were
only to train the robot to avoid the walls; no training
images of the obstacles (boxes, trash cans, or chairs) were
collected. In the outdoor environment, the training images
were collected while traversing Loop 1 in a clockwise
direction. The training images did not contain images of

Fig. 4. Example images from the upland forest, human-centric view. In the rightmost image, the robot can go either left or right of the
tree in the middle of the image.

Fig. 5.
right.

Example training images from the playpen environment. Top row is straight, middle row is turn left, and the bottom row is turn

Environment
Indoors
Outdoors

Straight
2546
2448

Left
2054
1995

Right
2319
2023

Total
6919
6466

TABLE I
Number of training images for each behavior in each
environment.

boulders which feature prominently in Loop 2. Table I
shows the number of training images collected for each
environment. During collection, we aimed for approximately the same number of images per vehicle command
to prevent introducing a bias towards one output over the
others.

C. Indoor Experiments
For the first set of experiments, we used a Pioneer
3AT with an on-board laptop for processing and mounted
the Multisense camera approximately 53 cm above the
floor. The laptop runs an eight-core Intel i7 CPU, 32 GB
memory, and a NVIDIA 980M GPU with 8 GB graphics
memory. We set the translational velocity at 0.7 m/s and
the rotational velocity at 0.7 rad/s.
We let the robot run inside the playpen for five minutes
and tallied the number of times the robot collided with
an object or the wall, or became stuck (i.e., required a
human intervention). We conducted four independent runs
for both the easy and hard variants of the playpen using

Fig. 6.
right.

Example training images from the outdoor environment. Top row is straight, middle row is turn left, and the bottom row is turn

Variant
Easy
Hard

Network
ControlNet
AlexNet

Run 1
3
15

Run 2
5
9

Run 3
1
13

Run 4
1
13

ControlNet
AlexNet

10
9

8
10

8
13

8
11

TABLE II
Number of interventions in the playpen environment using
the Pioneer

both ControlNet and the fine-tuned AlexNet. Each run
started in a different, randomly chosen pose.
Table II shows the results for all combinations of environments and network structures. In both environmental
variants, our network is more reliable at avoiding obstacles
than AlexNet, especially in the easy variant. ControlNet
performed well, especially considering it was not trained
with any obstacles. The network learned the salient features necessary to avoid previously unseen obstacles. We
expected AlexNet to perform better since it should include information about the obstacles present inside the
playpen; however, the unusual perspectives encountered
during the robot’s motion did not match the iconic images
used to train AlexNet, resulting in AlexNet being unable
to avoid the obstacles.

1) HUBO Experiments: Our next experiment sought
to demonstrate the transferability of our approach. For
this experiment we used the hard playpen environment as
above, but used a DRC HUBO+ robot (see Figure 7) in
wheeled mode. Similar to the Pioneer, all computation was
conducted on-board using an quad-core Intel Core i7 CPU
with 8 GB RAM and a NVIDIA GTX 960 GPU with 4
GB graphics RAM. The Multisense camera was 122 cm off
the floor.
For safely reasons, we slowed the robot to a translational
velocity of 0.2 m/s and rotational velocity of 0.3 rad/sec.
which resulted in a change to the experiments. After
training ControlNet with images collected on the Pioneer,
we conducted two runs of 10 minutes each using the DRC
HUBO+, and, again, counted the number of interventions
required.
Run 1 resulted in 2 interventions while Run 2 resulted
in 7 interventions. We did not compare with the fine tuned
AlexNet architecture since we expect similar results as the
Pioneer robot experiments due to the same environment
and camera. Transferring the trained ControlNet between
robot platforms had minimal effect on its performance
with regard to avoiding obstacles; despite changing the
camera height, the network can still detect the salient

V. Conclusions and Future Work

Fig. 7.

DRC HUBO+ robot in the hard playpen environment.
Path
Loop 2
Loop 1

Run 1
5
8

Run2
8
9

Run 3
7
7

Run 4
5
7

TABLE III
Number of interventions per lap in the upland forest

features to avoid previously unseen obstacles. Anecdotally,
we noticed that the DRC HUBO+ robot would turn
farther away from the obstacles and walls than the Pioneer
robot. We suspect this is a function of the higher camera
height.
D. Outdoor Experiments
For the outdoor experiments, we used an iRobot Packbot 510 robot with the arm removed. All computation was
conducted via an on-board laptop (the same laptop used
in the Pioneer experiments above). Translational velocity
was set at 0.2 m/s and rotational velocity was 0.5 rad/s.
We ran the robot four times along two different paths
through the forest. First, we ran on the previously unseen
Loop 2 in a clockwise direction. Next, we ran on the previously seen Loop 1, but traveling the opposite direction
than we used to collect the training data.
Table III shows the number of interventions required
over four individual runs through the two different loops.
In both loops, our network did not require many interventions, and was able to successfully traverse the loop in all 8
runs. Similar to the playpen, the network is able to learn
the salient features to avoid previously unseen obstacles
(e.g., boulders, new vegetation).
We did run the fine tuned AlexNet in the upland
forest environment. However, despite varying the starting
location along both paths, the robot would only spin in
place and not traverse the path. We suspect that the since
AlexNet is trained to recognize objects typically found
indoors that the network was confused by features found
in the unstructured forest environment.

We presented a new deep learning architecture, ControlNet, for reactive ground vehicle control. ControlNet maps
a RGB image to translational and rotational velocities,
and performs well in both structured indoor and unstructured outdoor environments.
One avenue of future work is exploring neuromorphic
computing. While ControlNet works well at typical robot
velocities, one limitation is the need of an on-board GPU
with relatively high power requirements. Recent advances
in neuromorphic technologies, such as IBM’s TrueNorth
[17], have generated a low-power extremely fast frame-rate
chip that enables faster robot velocities while consuming
less power. Millisecond response times means neurormorphic technologies could enable high speed (> 10 m/s)
velocities through unstructured environments.
Our ultimate goal is to move from supervised learning to
unsupervised learning, thus allowing the robot to learn to
avoid collisions without human intervention. We foresee
a system that would initially have a CNN with random
weights and would use this CNN to move within the
environment based on a reinforcement signal to encourage
forward motion rather than simply spinning in place.
As the robot moves through the environment, it collects
images with labels corresponding to the output of the
CNN. Once a collision is detected (via a laser, say),
the robot would then retrain is CNN with the collected
images. After training is complete, the robot would once
again begin moving through the environment collecting
additional training images, and retraining the network
upon subsequent collisions. This approach would help
move deep learning from a supervised approach to a semisupervised approach, which more amenable to a robotics
implementation. Some recent work has used this approach
to grasp arbitrary objects [15], but no research has sought
to use semi-supervised deep learning for reactive control.
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